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    Overview

"Start simple, go far."
— Saša Jurić, "The Soul of Erlang and Elixir"
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    Basic Concepts

A Basic Graph
To illustrate a few concepts (graph, dependencies – including conditional dependencies, computation functions, persistence), here is a slightly more complex example.
Keep in mind that these concepts apply to both simple, two-step linear processes and complex, multi-step conditional processes. Journey makes it easy to implement durable flows of a wide range of size and complexity.
This graph adds two numbers when they become available, and conditionally sets the "too large" flag.
iex> import Journey.Node
iex> # Defining a graph, with two input nodes and two downstream computations.
iex> graph = Journey.new_graph(
...>   "demo graph – doctest",
...>   "v1",
...>   [
...>     input(:x),
...>     input(:y),
...>     # :sum is unblocked when :x and :y are provided.
...>     compute(:sum, [:x, :y], fn %{x: x, y: y} -> {:ok, x + y} end),
...>     # :large_value_alert is unblocked when :sum is provided and is greater than 40.
...>     compute(
...>         :large_value_alert,
...>         [sum: fn sum_node -> sum_node.node_value > 40 end],
...>         fn %{sum: sum} -> {:ok, "🚨, at #{sum}"} end,
...>         f_on_save: fn _execution_id, _node_name, _result ->
...>            # (e.g. send a pubsub notification to the LiveView process to update the UI)
...>            :ok
...>         end
...>     )
...>   ]
...> )
iex> # Start an execution of this graph, set input values, read computed values.
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :x, 12)
iex> execution = Journey.set(execution, :y, 2)
iex> {:ok, 14, _rev} = Journey.get(execution, :sum, wait: :any)
iex> Journey.get(execution, :large_value_alert)
{:error, :not_set}
iex> eid = execution.id
iex> # After an outage / redeployment / page reload / long pause, an execution
iex> # can be reloaded and continue, as if nothing happened.
iex> execution = Journey.load(eid)
iex> # An update to :y triggers a re-computation of downstream values.
iex> execution = Journey.set(execution, :y, 37)
iex> {:ok, "🚨, at 49", _rev} = Journey.get(execution, :large_value_alert, wait: :any)
iex> Journey.values(execution) |> redact([:execution_id, :last_updated_at])
%{execution_id: "...", last_updated_at: 1234567890, sum: 49, x: 12, y: 37, large_value_alert: "🚨, at 49"}
The graph can be visualized as a Mermaid graph:
> Journey.Tools.generate_mermaid_graph(graph)
graph TD
  %% Graph
  subgraph Graph["🧩 'demo graph', version v1"]
      execution_id[execution_id]
      last_updated_at[last_updated_at]
      x[x]
      y[y]
      sum["sum<br/>(anonymous fn)"]
      large_value_alert["large_value_alert<br/>(anonymous fn)"]

      x -->  sum
      y -->  sum
      sum -->  large_value_alert
  end

  %% Styling
  classDef inputNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
  classDef computeNode fill:#f3e5f5,stroke:#4a148c,stroke-width:2px,color:#000000
  classDef scheduleNode fill:#fff3e0,stroke:#e65100,stroke-width:2px,color:#000000
  classDef mutateNode fill:#e8f5e8,stroke:#2e7d32,stroke-width:2px,color:#000000

  %% Apply styles to actual nodes
  class y,x,last_updated_at,execution_id inputNode
  class large_value_alert,sum computeNode
A few things to note about this example:
	Every input value (:x, :y), or computation result (:sum, :large_value_alert) is persisted as soon as it becomes available,
	The functions attached to :sum and :large_value_alert	are called reliably, with a retry policy,
	will execute on any of the replicas of your application,
	are called proactively – when their upstream dependencies are available.


	Executions of this flow can take as long as needed (milliseconds? months?), and will live through system restarts, crashes, redeployments, page reloads, etc.

What Does Journey Provide?
Despite the simplicity of use, here are a few things provided by Journey that are worth noting:
	Persistence: Executions are persisted, so if the customer leaves the website, or if the system crashes, their execution can be reloaded and continued from where it left off.

	Scaling: Since Journey runs as part of your application, it scales with your application. Your graph's computations (:sum's function in the first example, or &compute_zodiac_sign/1 and &compute_horoscope/1 in the horoscope example below) run on the same nodes where the replicas of your application are running. No additional infrastructure or cloud services are needed.

	Reliability: Journey uses database-based supervision of computation tasks: The compute functions are subject to a customizable retry policy, so if :sum's function above or &compute_horoscope/1 below fails because of a temporary glitch (e.g. the LLM service it uses for drafting horoscopes is currently overloaded), it will be retried.

	Code Structure: The flow of your application is captured in the Journey graph, and the business logic is captured in the compute functions (:sum's function above, or &compute_zodiac_sign/1 and &compute_horoscope/1 below). This clean separation supports you in structuring the functionality of your application in a clear, easy-to-understand, and easy-to-maintain way.

	Conditional flow: Journey allows you to define conditions for when a node is to be unblocked. So if your graph includes a "credit_approval_decision" node, the decision can inform which part of the graph is to be executed next (sending a "congrats!" email and starting the credit card issuance process, or sending a "sad trombone" email).

	Graph Visualization: Journey provides tools for visualizing your application's graph, so you can easily see the flow of data and computations in your application, and to share and discuss it with your team.

	Scheduling: Your graph can include computations that are scheduled to run at a later time, or on a recurring basis. Daily horoscope emails! A reminder email if they haven't visited the website in a while! A "happy birthday" email!

	Removing PII: Journey gives you an easy way to erase sensitive data once it is no longer needed. For example, your Credit Card Application graph can include a step to remove the SSN once the credit score has been computed. For an example, please see
mutate(:ssn_redacted, [:credit_score], fn _ -> {:ok, "<redacted>"} end, mutates: :ssn)
node in the example credit card application graph, here, which mutates the contents of the :ssn node, replacing its value with "<redacted>", when :credit_score completes.

	Tooling and visualization: Journey.Tools provides a set of tools for introspecting and managing executions, and for visualizing your application's graph.


A (slightly) richer example: computing horoscopes
Consider a simple Horoscope application that computes a customer's zodiac sign and horoscope based on their birthday. The application will ask the customer to input their name and birthday, and it then auto-computes their zodiac sign and horoscope.
This application can be thought of as a graph of nodes, where each node represents a piece of customer-provided data or the result of a computation. Add functions for computing the zodiac sign and horoscope, and capture the sequencing of the computations, and you have a graph that captures the flow of data and computations in your application. When a customer visits your application, you can start the execution of the graph, to accept and store customer-provided inputs (name, birthday), and to compute the zodiac sign and horoscope based on these inputs.
Journey provides a way to define such graphs, and to run their executions, to serve your customer flows.
Step-by-Step
Below is a step-by-step example of defining a Journey graph for this Horoscope application.
(These are code snippets, if you want a complete fragment you can paste into iex or livebook, scroll down to the "Putting together" code block.)
This graph captures customer inputs, and defines computeations (together with their functions and prerequisites):
graph = Journey.new_graph(
  "horoscope workflow - module doctest (abbreviated)",
  "v1.0.0",
  [
    input(:first_name),
    input(:birth_day),
    input(:birth_month),
    compute(
      :zodiac_sign,
      [:birth_month, :birth_day],
      &compute_zodiac_sign/1
    ),
    compute(
      :horoscope,
      [:first_name, :zodiac_sign],
      &compute_horoscope/1
    )
  ]
)
When a customer lands on your web page, and starts a new flow, your application will start a new execution of the graph,
execution = Journey.start(graph)
and it will populate the execution with the input values (name, birthday) as the customer provides them:
execution = Journey.set(execution, :first_name, "Mario")
execution = Journey.set(execution, :birth_day, 5)
execution = Journey.set(execution, :birth_month, "May")
Providing these input values will trigger automatic computations of the customer's :zodiac_sign and :horoscope, which can then be read from the execution and rendered on the web page.
{:ok, zodiac_sign, _rev} = Journey.get(execution, :zodiac_sign, wait: :any)
{:ok, horoscope, _rev} = Journey.get(execution, :horoscope, wait: :any)
And that's it!
Putting It All Together
Putting together the components of the horoscope example into a complete, running doctest example:
iex> # 1. Define a graph capturing the data and the logic of the application -
iex> #    the nodes, their dependencies, and their computations:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "horoscope workflow - module doctest (all together now)",
...>       "v1.0.0",
...>       [
...>         input(:first_name),
...>         input(:birth_day),
...>         input(:birth_month),
...>         compute(
...>           :zodiac_sign,
...>           # Depends on user-supplied data:
...>           [:birth_month, :birth_day],
...>           # Computes itself, once the dependencies are satisfied:
...>           fn %{birth_month: _birth_month, birth_day: _birth_day} ->
...>             {:ok, "Taurus"}
...>           end
...>         ),
...>         compute(
...>           :horoscope,
...>           # Computes itself once :first_name and :zodiac_sign are in place:
...>           [:first_name, :zodiac_sign],
...>           fn %{first_name: name, zodiac_sign: zodiac_sign} ->
...>             {:ok, "🍪s await, #{zodiac_sign} #{name}!"}
...>           end
...>         )
...>       ]
...>     )
iex>
iex> # 2. For every customer visiting your website, start a new execution of the graph:
iex> e = Journey.start(graph)
iex>
iex> # 3. Populate the execution's nodes with the data as provided by the visitor:
iex> e = Journey.set(e, :birth_day, 26)
iex>
iex> # As a side note: if the user leaves and comes back later or if everything crashes,
iex> # you can always reload the execution using its id:
iex> e = Journey.load(e.id)
iex>
iex> # Continuing, as if nothing happened:
iex> e = Journey.set(e, :birth_month, "April")
iex>
iex> # 4. Now that we have :birth_month and :birth_day, :zodiac_sign will compute itself:
iex> {:ok, "Taurus", _rev} = Journey.get(e, :zodiac_sign, wait: :any)
iex> Journey.values(e) |> redact([:execution_id, :last_updated_at])
%{birth_day: 26, birth_month: "April", zodiac_sign: "Taurus", execution_id: "...", last_updated_at: 1234567890}
iex>
iex> # 5. Once we get :first_name, the :horoscope node will compute itself:
iex> e = Journey.set(e, :first_name, "Mario")
iex> {:ok, "🍪s await, Taurus Mario!", _rev} = Journey.get(e, :horoscope, wait: :any)
iex>
iex> Journey.values(e) |> redact([:execution_id, :last_updated_at])
%{birth_day: 26, birth_month: "April", first_name: "Mario", horoscope: "🍪s await, Taurus Mario!", zodiac_sign: "Taurus", execution_id: "...", last_updated_at: 1234567890}
iex>
iex> # 6. ... and we can always list executions.
iex> this_execution = Journey.list_executions(graph_name: "horoscope workflow - module doctest (all together now)", order_by_execution_fields: [:inserted_at]) |> Enum.reverse() |> hd
iex> e.id == this_execution.id
true
For a more in-depth example of building a more complex application, see the Credit Card Application example in Journey.Examples.CreditCardApplication.
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    Modules and Functions

Here is a brief summary of the modules and functions exposed by Journey. 
Journey (Main Module)
The entry point for the Journey library. Provides functions for creating and managing computation graphs, starting and managing executions, and retrieving values from executions.
Graph Management
	Journey.new_graph/4 - Creates a new computation graph with the given name, version, and node definitions. Accepts options including singleton: true for singleton graphs and keep_latest_completed_computations: N for graph-wide computation retention.

Execution Lifecycle
	Journey.start/1 - Starts a new execution instance of a computation graph (raises for singleton graphs)
	Journey.find_or_start/1 - Returns existing execution or creates new for singleton graphs
	Journey.load/2 - Loads the current version of an execution from the database
	Journey.list_executions/1 - Queries and retrieves executions with filtering, sorting, and pagination
	Journey.count_executions/1 - Returns the count of executions matching the specified criteria without fetching the execution records
	Journey.archive/1 - Archives an execution, making it invisible and stopping all background processing
	Journey.unarchive/1 - Un-archives the supplied execution if it is archived
	Journey.history/1 - Returns the chronological history of all successful computations and set values

Value Operations
	Journey.set/2, Journey.set/3 - Sets values for input node(s) in an execution (potentially unblocking downstream computations). Accepts an execution struct or an execution ID.
	Journey.unset/2 - Removes values from input nodes and invalidates all dependent computed nodes. Accepts an execution struct or an execution ID.
	Journey.get/3 - Returns the value of a node in an execution and its revision, optionally waits for the value to be set or updated. Accepts an execution struct or an execution ID.

Data Retrieval
	Journey.values/2 - Returns a map of all set node values in an execution, excluding unset nodes. Accepts an execution struct or an execution ID.
	Journey.values_all/2 - Returns a map of all nodes in an execution with their current status, including unset nodes. Accepts an execution struct or an execution ID.

Deprecated
	Journey.get_value/3 - Deprecated, use Journey.get/3 instead.

Journey.Node
Functions for creating various types of nodes in a graph.
Functions:
	Journey.Node.input/1 - Creates a graph input node whose value is set with Journey.set/3 or Journey.set/2
	Journey.Node.input/2 - Creates a graph input node with options (e.g., f_on_save callback invoked after Journey.set/3)
	Journey.Node.compute/4 - Creates a self-computing node that calculates its value based on upstream dependencies, when unblocked
	Journey.Node.mutate/4 - Creates a graph node that mutates the value of one or more other nodes (mutates: accepts an atom or a non-empty list of atoms; a list writes the same value to every target), when unblocked (optionally triggers downstream recomputation with update_revision_on_change: true)
	Journey.Node.historian/3 - Creates a history-tracking node that maintains a chronological log of changes to one or more nodes (default limit: 1000 entries)
	Journey.Node.archive/3 - Creates a graph node that archives the execution when unblocked
	Journey.Node.tick_once/4 - Creates a graph node that declares its readiness at a specific time, once
	Journey.Node.tick_recurring/4 - Creates a graph node that declares its readiness at specific times, repeatedly
	Journey.Node.loop/4 - Creates a self-iterating node that threads state across iterations durably until termination or an iteration cap (the durable analogue of Stream.unfold/2/Enum.reduce_while/3)

Journey.Node.Conditions
Helper functions for use in graph definitions, when defining upstream dependencies for compute modules.
Functions:
	Journey.Node.Conditions.provided?/1 - Checks if the supplied node has a value (for scheduled nodes, also checks timing)
	Journey.Node.Conditions.true?/1 - Checks if the upstream node's value is true
	Journey.Node.Conditions.false?/1 - Checks if the upstream node's value is false

Journey.Node.UpstreamDependencies
Functions for defining complex conditions under which nodes are unblocked.
Functions:
	Journey.Node.UpstreamDependencies.unblocked_when/1 - Helper function for defining unblock conditions
	Journey.Node.UpstreamDependencies.unblocked_when/2 - Defines conditions using predicate trees with :and, :or, :not operations

Journey.Tools
Utility functions for debugging, analysis, and visualization of Journey executions.
Functions:
	Journey.Tools.abandon_computation/1 - Manually abandons a computation in :computing state, scheduling a retry if max_retries not exhausted
	Journey.Tools.computation_state/2 - Returns the current state of a computation node (:not_set, :computing, :success, :failed, etc.)
	Journey.Tools.computation_state_to_text/1 - Converts a computation state atom to human-readable text with visual symbols
	Journey.Tools.computation_status_as_text/2 - Shows the status and dependencies for a single computation node
	Journey.Tools.generate_mermaid_graph/2 - Generates a Mermaid diagram representation of a Journey graph
	Journey.Tools.generate_mermaid_execution/2 - Generates a Mermaid diagram of an execution with runtime status emojis overlaid on each node
	Journey.Tools.introspect/1 - Introspects an execution's current state with a human-readable text summary including computation timing. This is the primary debugging and introspection tool
	Journey.Tools.retry_computation/2 - Retries a failed computation by making previous attempts stale
	Journey.Tools.summarize_as_data/1 - Generates structured data about an execution's current state
	Journey.Tools.what_am_i_waiting_for/2 - Shows the status of upstream dependencies for a computation node

Deprecated
	Journey.Tools.summarize/1 - Deprecated, use Journey.Tools.introspect/1 instead.
	Journey.Tools.summarize_as_text/1 - Deprecated, use Journey.Tools.introspect/1 instead.

Journey.Insights.FlowAnalytics
System-wide aggregate data about the state of executions for a particular graph. Business-focused analytics for understanding customer behavior.
Functions:
	Journey.Insights.FlowAnalytics.flow_analytics/3 - Provides business-focused analytics for understanding customer behavior through Journey graphs
	Journey.Insights.FlowAnalytics.to_text/1 - Formats flow analytics data as human-readable text output

Journey.Insights.Status
System health and monitoring insights for Journey executions.
Functions:
	Journey.Insights.Status.status/0 - Returns current system health for monitoring/alerting (:healthy/:unhealthy status, DB connectivity, graph statistics)
	Journey.Insights.Status.to_text/1 - Formats status data as human-readable text output

Example: Journey.Examples.CreditCardApplication
Demonstrates building a complete credit card application workflow using Journey.
See the full implementation: lib/journey/examples/credit_card_application.ex
Example: Journey.Examples.UselessMachine
Contains a simple example of building a "Useless Machine" using Journey - a reactive system that automatically turns itself off when turned on.
See the full implementation: lib/journey/examples/useless_machine.ex
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    Updating Graphs

I need to change my graph. How?
If the change does not break the flow, simply make the change, test, and deploy it.
If the change breaks the flow, create a new graph, with a new name and/or version. Switch your code to create executions of the new graph instead of the old graph, and new executions will follow the new flow.
As long as the old graph continues to be registered, old executions will continue to navigate the flow defined in the old graph.
Examples of changes that might break the flow:
	Changing upstream dependencies on pre-existing computation nodes.
	Removing a node that other nodes still depend on, or renaming a node.

Note that removing a node that nothing depends on is not a breaking change — you can do it in place, keeping the same graph name and version (see "Removing a node that nothing depends on" below).
Anything that would have the current executions go "Huh? Now what do I do??!?" is likely to be a breaking change, that would require creating a new graph.
However, if you don't care about the state of current or old executions, you can archive them all (Journey.list_executions(graph_name: graph.name, graph_version: graph.version) |> Enum.each(fn e -> Journey.archive(e.id) end)), and simply change your existing graph, even if changes are major.
Examples
A minor change (no new graph needed)
Updating this graph
graph = Journey.new_graph(
  "zodiac",
  "v1.0.0",
  [
    input(:name),
    input(:birthday),
    compute(:zodiac_sign, [:name, :birthday], &compute_zodiac/1)
  ]
)
with a couple of extra independent or downstream nodes is not a breaking change, and it does not require a new graph definition:
graph = Journey.new_graph(
  "zodiac",
  "v1.0.0",
  [
    input(:name),
    input(:birthday),
    # new input node:
    input(:pet_preference),
    compute(:zodiac_sign, [:name, :birthday], &compute_zodiac/1),
    # new computation:
    compute(:horoscope, [:zodiac_sign, :pet_preference], &compute_horoscope/1)
  ]
)
If a graph was updated to include new nodes, the executions of this graph will be upgraded to include those new nodes when they are loaded.
Removing a node that nothing depends on (no new graph needed)
Removing a node that nothing else depends on is also not a breaking change. You can remove it in place, keeping the same graph name and version.
For example, removing :horoscope from the graph above (nothing depends on it):
graph = Journey.new_graph(
  "zodiac",
  "v1.0.0",
  [
    input(:name),
    input(:birthday),
    input(:pet_preference),
    compute(:zodiac_sign, [:name, :birthday], &compute_zodiac/1)
    # :horoscope removed — nothing depended on it
  ]
)
Existing executions keep working without a new graph. A few things to keep in mind:
	The removed node's previously computed value stays in existing executions' history (and is still visible via Journey.values/2), but it is inert — nothing reads it and nothing recomputes it.
	Stop calling Journey.get/3 for the removed node: it is no longer part of the graph, so that call will raise.
	This applies to a node that nothing depends on. If other nodes depend on it, remove or update those nodes first — otherwise it is a breaking change (create a new graph).

A major change (need a new graph)
If you need to make :zodiac_sign dependent on having the user's credit card number (for some reason), you'll likely need a new graph (or have existing executions enter an ambiguous state).
graph = Journey.new_graph(
  "zodiac",
  # new version!
  "v2.0.0",
  [
    input(:name),
    input(:birthday),
    # new input node:
    input(:cc),
    # new upstream prerequisite:
    compute(:zodiac_sign, [:name, :birthday, :cc], &compute_zodiac/1)
  ]
)
Then make sure your configuration registers both graphs:
config :journey, :graphs, [
  &MyApp.Graphs.Zodiac.V1.graph/0,
  &MyApp.Graphs.Zodiac.V2.graph/0
]
The strategy described here applies to evolving a graph due to changing requirements or fixing of bugs in the code or in the flow.
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    "compute" nodes

# [Optional] Setting Build Key, see https://gojourney.dev/your_keys
# (Using "Journey Livebook Demo" build key)
System.put_env("JOURNEY_BUILD_KEY", "B27AXHMERm2Z6ehZhL49v")

Mix.install(
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.22"},
    {:jason, "~> 1.4"},
    {:journey, "~> 0.10"},
    {:kino, "~> 0.19"}
  ],
  start_applications: false
)

Application.put_env(:journey, :log_level, :warning)

# This livebook requires a PostgreSQL database.
# If you don't have one running, you can start one with Docker:
# docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

# Update this configuration to point to your database server
Application.put_env(:journey, Journey.Repo,
  database: "journey_compute_nodes",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  log: false,
  port: 5432
)

Application.put_env(:journey, :ecto_repos, [Journey.Repo])

Journey.Repo.__adapter__().storage_up(Journey.Repo.config())

Application.loaded_applications()
|> Enum.map(fn {app, _, _} -> app end)
|> Enum.each(&Application.ensure_all_started/1)
DB Setup
This livebook requires a PostgreSQL database. If you don't have one running, you can start one with Docker:
docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

What We'll Cover
In this example, we will create a simple graph with input and compute nodes and play with them.
This tiny tutorial will demonstrate:
	defining a graph
	starting an execution of the graph
	setting values on the execution
	reading values from an execution
	reloading an execution "after a crash" and continuing, as if nothing happened
	a reactive computation getting unblocked when all of its upstream dependencies are provided
	visualizing and introspecting an execution

Define the Graph
import Journey.Node

graph = Journey.new_graph(
  "Onboarding",
  "v1",
  [
    input(:name),
    input(:email_address),
    compute(
      :greeting, 
      [:name, :email_address],
      fn values -> 
        welcome = "Welcome, #{values.name} at #{values.email_address}"
        IO.puts(welcome)
        {:ok, welcome}
      end
    )
  ]
); :ok
:ok
Note that the computation is defined to be unblocked when both inputs, [:name, :email_address], are provided. It will be blocked until then.
Visualize the graph:
  graph
  |> Journey.Tools.generate_mermaid_graph()
  |> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Onboarding', version v1"]
        execution_id[execution_id]
        last_updated_at[last_updated_at]
        name[name]
        email_address[email_address]
        greeting[["greeting<br/>(anonymous fn)"]]

        name -->  greeting
        email_address -->  greeting
    end

    %% Styling
    classDef defaultNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class execution_id,last_updated_at,name,email_address,greeting defaultNode
Start an Execution
execution = Journey.start(graph); :ok
:ok
Peek into the Execution
We can examine the state of an execution from a few different angles – a diagram, values, and detailed introspection.
Diagram
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Onboarding', version v1, EXECJ1AG1T37Y5H63H2AHAG9"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["⬜ name"]
        email_address["⬜ email_address"]
        greeting[["🚫 greeting<br/>(anonymous fn)"]]

        name -->  greeting
        email_address -->  greeting
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class last_updated_at,execution_id setNode
    class greeting,email_address,name neutralNode
Values
Journey.values_all(execution)
%{
  name: :not_set,
  last_updated_at: {:set, 1776923565},
  execution_id: {:set, "EXECJ1AG1T37Y5H63H2AHAG9"},
  email_address: :not_set,
  greeting: :not_set
}
Detailed Introspection
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECJ1AG1T37Y5H63H2AHAG9'
- Graph: 'Onboarding' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:52:45Z UTC | 0 seconds ago
- Last updated at: 2026-04-23 05:52:45Z UTC | 0 seconds ago
- Duration: 0 seconds
- Revision: 0
- # of Values: 2 (set) / 5 (total)
- # of Computations: 1

Values:
- Set:
  - execution_id: 'EXECJ1AG1T37Y5H63H2AHAG9' | :input
    set at 2026-04-23 05:52:45Z | rev: 0

  - last_updated_at: '1776923565' | :input
    set at 2026-04-23 05:52:45Z | rev: 0


- Not set:
  - email_address: <unk> | :input
  - greeting: <unk> | :compute
  - name: <unk> | :input  

Computations:
- Completed:


- Outstanding:
  - greeting: ⬜ :not_set (not yet attempted) | :compute
       :and
        ├─ 🛑 :name | &provided?/1
        └─ 🛑 :email_address | &provided?/1
:ok
:name Is Set, :greeting Is Still Blocked
execution = 
  execution
  |> Journey.set(:name, "Luigi"); :ok
:ok
Journey.values(execution)
%{name: "Luigi", last_updated_at: 1776923565, execution_id: "EXECJ1AG1T37Y5H63H2AHAG9"}
Notice that :greeting is still blocked, waiting for :email_address:
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Onboarding', version v1, EXECJ1AG1T37Y5H63H2AHAG9"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        email_address["⬜ email_address"]
        greeting[["🚫 greeting<br/>(anonymous fn)"]]

        name -->  greeting
        email_address -->  greeting
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class name,last_updated_at,execution_id setNode
    class greeting,email_address neutralNode
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECJ1AG1T37Y5H63H2AHAG9'
- Graph: 'Onboarding' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:52:45Z UTC | 0 seconds ago
- Last updated at: 2026-04-23 05:52:45Z UTC | 0 seconds ago
- Duration: 0 seconds
- Revision: 1
- # of Values: 3 (set) / 5 (total)
- # of Computations: 1

Values:
- Set:
  - last_updated_at: '1776923565' | :input
    set at 2026-04-23 05:52:45Z | rev: 1

  - name: '"Luigi"' | :input
    set at 2026-04-23 05:52:45Z | rev: 1

  - execution_id: 'EXECJ1AG1T37Y5H63H2AHAG9' | :input
    set at 2026-04-23 05:52:45Z | rev: 0


- Not set:
  - email_address: <unk> | :input
  - greeting: <unk> | :compute  

Computations:
- Completed:


- Outstanding:
  - greeting: ⬜ :not_set (not yet attempted) | :compute
       :and
        ├─ ✅ :name | &provided?/1 | rev 1
        └─ 🛑 :email_address | &provided?/1
:ok
Reload the Execution After a Crash and Continue
As long as you have the ID of an execution, you can load it and continue as if nothing happened – even if the infrastructure suffered an outage and everything was down for a week.
execution_id = execution.id
"EXECJ1AG1T37Y5H63H2AHAG9"
execution = Journey.load(execution_id); :ok
:ok
Note that the :name value that we set before "the crash" is still here, even after the execution was reloaded.
This is because as soon as an execution value is set or computed, it is persisted in PostgreSQL.
Journey.values(execution)
%{name: "Luigi", last_updated_at: 1776923565, execution_id: "EXECJ1AG1T37Y5H63H2AHAG9"}
Set :email_address, Watch :greeting Become Unblocked
At this point, name is set, but greeting is still blocked -- it still needs email_address. As soon as we set email_address, greeting will compute its value.
execution = 
  execution
  |> Journey.set(:email_address, "luigi@example.com")

{:ok, value, _revision} = Journey.get(execution, :greeting, wait: :any); value
Welcome, Luigi at luigi@example.com
"Welcome, Luigi at luigi@example.com"
Note that the string appears twice – one is the IO.puts from the :greeting compute function; and the other is the cell's return value.
Journey.values_all(execution)
%{
  name: {:set, "Luigi"},
  last_updated_at: {:set, 1776923565},
  execution_id: {:set, "EXECJ1AG1T37Y5H63H2AHAG9"},
  email_address: {:set, "luigi@example.com"},
  greeting: {:set, "Welcome, Luigi at luigi@example.com"}
}
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Onboarding', version v1, EXECJ1AG1T37Y5H63H2AHAG9"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        email_address["✅ email_address"]
        greeting[["✅ greeting<br/>(anonymous fn)"]]

        name -->  greeting
        email_address -->  greeting
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class greeting,email_address,name,last_updated_at,execution_id setNode
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECJ1AG1T37Y5H63H2AHAG9'
- Graph: 'Onboarding' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:52:45Z UTC | 1 seconds ago
- Last updated at: 2026-04-23 05:52:45Z UTC | 1 seconds ago
- Duration: 0 seconds
- Revision: 4
- # of Values: 5 (set) / 5 (total)
- # of Computations: 1

Values:
- Set:
  - greeting: '"Welcome, Luigi at luigi@example.com"' | :compute
    computed at 2026-04-23 05:52:45Z | rev: 4

  - last_updated_at: '1776923565' | :input
    set at 2026-04-23 05:52:45Z | rev: 4

  - email_address: '"luigi@example.com"' | :input
    set at 2026-04-23 05:52:45Z | rev: 2

  - name: '"Luigi"' | :input
    set at 2026-04-23 05:52:45Z | rev: 1

  - execution_id: 'EXECJ1AG1T37Y5H63H2AHAG9' | :input
    set at 2026-04-23 05:52:45Z | rev: 0


- Not set:
  

Computations:
- Completed:
  - :greeting (CMPL526T0Y4BT6EEA7ZL44H): ✅ :success | :compute | rev 4
    started: 2026-04-23 05:52:45Z | completed: 2026-04-23 05:52:45Z (0s)
    inputs used:
       :name (rev 1)
       :email_address (rev 2)

- Outstanding:

:ok
Summary
In this Livebook, we played with Journey's basic functionality: defining and executing reactive graphs with input and compute nodes.
More specifically:
	We defined a graph with two input nodes and one self-computing node. We then started an execution of the graph, and set a value for :name. Then we set another value for :email_address, and watched the greeting computation kick off and compute the greeting.

	In the process, we reloaded the execution after an imagined infrastructure crash, and continued with the execution as if nothing happened.

	We fetched the execution's values with Journey.values() and Journey.values_all().

	We fetched a particular value of :greeting, waiting for it to become available, with Journey.get().

	We visualized the graph (Journey.Tools.generate_mermaid_graph()) and the execution (Journey.Tools.generate_mermaid_execution()), at its various stages.

	We introspected the execution's current state with Journey.Tools.introspect() -- what values are set, which values are not set. Has the computation completed? If not, what is it blocking on?
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# [Optional] Setting Build Key, see https://gojourney.dev/your_keys
# (Using "Journey Livebook Demo" build key)
System.put_env("JOURNEY_BUILD_KEY", "B27AXHMERm2Z6ehZhL49v")

Mix.install(
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.22"},
    {:jason, "~> 1.4"},
    {:journey, "~> 0.10"},
    {:kino, "~> 0.19"}
  ],
  start_applications: false
)

Application.put_env(:journey, :log_level, :warning)

# This livebook requires a PostgreSQL database.
# If you don't have one running, you can start one with Docker:
# docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

# Update this configuration to point to your database server
Application.put_env(:journey, Journey.Repo,
  database: "journey_mutate_nodes",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  log: false,
  port: 5432
)

Application.put_env(:journey, :ecto_repos, [Journey.Repo])

Journey.Repo.__adapter__().storage_up(Journey.Repo.config())

Application.loaded_applications()
|> Enum.map(fn {app, _, _} -> app end)
|> Enum.each(&Application.ensure_all_started/1)
DB Setup
This livebook requires a PostgreSQL database. If you don't have one running, you can start one with Docker:
docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

What We'll Cover
This tutorial focuses on the mutate node type.
A mutate node is like a compute node, but instead of storing its own value, it overwrites the value of another node.
We'll illustrate the use of a mutate node with a practical PII redaction scenario: a user-supplied SSN is used to compute the user's credit score, then automatically redacted.
This tutorial will:
	define a graph that includes an input node with sensitive data (:ssn), a computation (:credit_score), and a mutate node (:redact_ssn) targeting :ssn,
	start an execution of the graph,
	set :ssn, watch :credit_score compute, and watch the :redact_ssn node mutate :ssn, redacting its sensitive data,
	read values from the execution,
	visualize and introspect the execution.

Define the Graph
import Journey.Node

graph = Journey.new_graph(
  "Credit Check",
  "v1",
  [
    input(:name),
    input(:ssn),
    compute(:credit_score, [:name, :ssn],
      fn %{name: name, ssn: ssn} ->
        seed = :erlang.phash2({name, ssn})
        score = 300 + rem(seed, 551)
        {:ok, score}
      end
    ),
    mutate(:redact_ssn, [:credit_score],
      fn _ -> IO.puts("redacting :ssn"); {:ok, "<redacted>"} end,
      mutates: :ssn
    )
  ]
); :ok
:ok
The :credit_score compute node depends on both :name and :ssn. Once the credit score is computed, the :redact_ssn mutate node fires and overwrites :ssn with "<redacted>".
Visualize the graph:
graph
|> Journey.Tools.generate_mermaid_graph()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Credit Check', version v1"]
        execution_id[execution_id]
        last_updated_at[last_updated_at]
        name[name]
        ssn[ssn]
        credit_score[["credit_score<br/>(anonymous fn)"]]
        redact_ssn[["redact_ssn<br/>(anonymous fn)<br/>mutates: ssn"]]

        name -->  credit_score
        ssn -->  credit_score
        credit_score -->  redact_ssn
    end

    %% Styling
    classDef defaultNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class execution_id,last_updated_at,name,ssn,credit_score,redact_ssn defaultNode
Start an Execution
execution = Journey.start(graph); :ok
:ok
Set Inputs
execution =
  execution
  |> Journey.set(:name, "Luigi")
  |> Journey.set(:ssn, "123-45-6789"); :ok
:ok
Setting :name and :ssn unblocks :credit_score, which in turn unblocks :redact_ssn, which overwrites :ssn.
Watch It Unfold
{:ok, score, _revision} = Journey.get(execution, :credit_score, wait: :any)
score
redacting :ssn
728
The credit score was computed using the original :ssn, and :redact_ssn's function provided the new value for :ssn:
Journey.values(execution)
%{
  name: "Luigi",
  ssn: "<redacted>",
  credit_score: 728,
  last_updated_at: 1776919639,
  execution_id: "EXECZ3D6J01R3T00TZ47L1JR",
  redact_ssn: "updated :ssn"
}
The value of :ssn has been replaced with "<redacted>".
Diagram
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Credit Check', version v1, EXECZ3D6J01R3T00TZ47L1JR"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        ssn["✅ ssn"]
        credit_score[["✅ credit_score<br/>(anonymous fn)"]]
        redact_ssn[["✅ redact_ssn<br/>(anonymous fn)<br/>mutates: ssn"]]

        name -->  credit_score
        ssn -->  credit_score
        credit_score -->  redact_ssn
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class redact_ssn,credit_score,ssn,name,last_updated_at,execution_id setNode
Detailed Introspection
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECZ3D6J01R3T00TZ47L1JR'
- Graph: 'Credit Check' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 04:47:19Z UTC | 0 seconds ago
- Last updated at: 2026-04-23 04:47:19Z UTC | 0 seconds ago
- Duration: 0 seconds
- Revision: 6
- # of Values: 6 (set) / 6 (total)
- # of Computations: 2

Values:
- Set:
  - last_updated_at: '1776919639' | :input
    set at 2026-04-23 04:47:19Z | rev: 6

  - redact_ssn: '"updated :ssn"' | :mutate
    computed at 2026-04-23 04:47:19Z | rev: 6

  - credit_score: '728' | :compute
    computed at 2026-04-23 04:47:19Z | rev: 4

  - ssn: '"<redacted>"' | :input
    set at 2026-04-23 04:47:19Z | rev: 2

  - name: '"Luigi"' | :input
    set at 2026-04-23 04:47:19Z | rev: 1

  - execution_id: 'EXECZ3D6J01R3T00TZ47L1JR' | :input
    set at 2026-04-23 04:47:19Z | rev: 0


- Not set:
  

Computations:
- Completed:
  - :redact_ssn (CMPT15A7643G8T1117RV36Z): ✅ :success | :mutate | rev 6
    started: 2026-04-23 04:47:19Z | completed: 2026-04-23 04:47:19Z (0s)
    inputs used:
       :credit_score (rev 4)

  - :credit_score (CMPZ94YM19XDBB3RJL3YXTR): ✅ :success | :compute | rev 4
    started: 2026-04-23 04:47:19Z | completed: 2026-04-23 04:47:19Z (0s)
    inputs used:
       :name (rev 1)
       :ssn (rev 2)

- Outstanding:

:ok
Going Further: update_revision_on_change
By default, a mutation overwrites the target node's value without triggering downstream recomputation. If you want the mutation to also trigger downstream nodes to recompute, pass update_revision_on_change: true:
Here is an example:
...
input(:cached_price),
mutate(:fetch_current_price, [:polling_schedule],
  fn _ -> {:ok, fetch_current_market_price()} end,
  mutates: :cached_price,
  update_revision_on_change: true
),
compute(
  :report_price_update,
  [:cached_price],
  fn %{cached_price: new_price} -> send_price_update_notification(new_price) end
)
...
See the mutate/4 documentation for a working example.
Summary
In this Livebook, we saw how mutate nodes overwrite another node's value.
We used this functionality to automatically redact an SSN after it was used to compute a credit score.
Key takeaways:
	A mutate node writes to another node (specified by mutates:), unlike compute which stores its own result.

	Mutate nodes are gated by their upstream dependencies just like compute nodes — :redact_ssn only fired after :credit_score was computed.

	This pattern is useful for PII redaction, cache updates, and any scenario where you need to update an input node.
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# [Optional] Setting Build Key, see https://gojourney.dev/your_keys
# (Using "Journey Livebook Demo" build key)
System.put_env("JOURNEY_BUILD_KEY", "B27AXHMERm2Z6ehZhL49v")

Mix.install(
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.22"},
    {:jason, "~> 1.4"},
    {:journey, "~> 0.10"},
    {:kino, "~> 0.19"}
  ],
  start_applications: false
)

Application.put_env(:journey, :log_level, :warning)

# This livebook requires a PostgreSQL database.
# If you don't have one running, you can start one with Docker:
# docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

# Update this configuration to point to your database server
Application.put_env(:journey, Journey.Repo,
  database: "journey_historian_nodes",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  log: false,
  port: 5432
)

Application.put_env(:journey, :ecto_repos, [Journey.Repo])

Journey.Repo.__adapter__().storage_up(Journey.Repo.config())

Application.loaded_applications()
|> Enum.map(fn {app, _, _} -> app end)
|> Enum.each(&Application.ensure_all_started/1)
DB Setup
This livebook requires a PostgreSQL database. If you don't have one running, you can start one with Docker:
docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

What We'll Cover
This tutorial focuses on the historian node type.
A historian node reactively records changes to the nodes it watches. Every time a watched node gets a new value, the historian appends an entry to its history list. No function is needed — you just declare what to watch.
We'll build a simple price tracker: an input node for the current price, and a historian that records every price change.
This tutorial will:
	define a graph with an input node for :current_price and a historian node that watches it,
	update the price and inspect the history,
	update the price two more times (also capturing some metadata connected to the 3rd update), and watch the history accumulate,
	visualize and introspect the execution.

Define the Graph
import Journey.Node

graph = Journey.new_graph(
  "Price Tracker",
  "v1",
  [
    input(:current_price),
    historian(:price_history, [:current_price])
  ]
); :ok
:ok
Two nodes: :current_price is an input, and :price_history is a historian that watches it. Every time :current_price gets a new value, the historian appends an entry to its history.
Visualize the graph:
graph
|> Journey.Tools.generate_mermaid_graph()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Price Tracker', version v1"]
        execution_id[execution_id]
        last_updated_at[last_updated_at]
        current_price[current_price]
        price_history[["price_history<br/>(anonymous fn)"]]

        current_price -->  price_history
    end

    %% Styling
    classDef defaultNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class execution_id,last_updated_at,current_price,price_history defaultNode
Start an Execution
execution = Journey.start(graph); :ok
:ok
First Price Update
execution = Journey.set(execution, :current_price, 100)
{:ok, history, revision} = Journey.get(execution, :price_history, wait: :any)
history
[
  %{
    "metadata" => nil,
    "node" => "current_price",
    "revision" => 1,
    "timestamp" => 1776921009,
    "value" => 100
  }
]
The historian has one entry. Each entry is a map with "value", "node", "timestamp", and "revision" — telling you what changed, which node it was, and when.
Second Price Update
execution = Journey.set(execution, :current_price, 105)
{:ok, history, revision} = Journey.get(execution, :price_history, wait: {:newer_than, revision})
history
[
  %{
    "metadata" => nil,
    "node" => "current_price",
    "revision" => 4,
    "timestamp" => 1776921010,
    "value" => 105
  },
  %{
    "metadata" => nil,
    "node" => "current_price",
    "revision" => 1,
    "timestamp" => 1776921009,
    "value" => 100
  }
]
The history now has two entries, newest first. The historian accumulated this automatically — we didn't write any logging code.
Third Price Update
In this update, Journey.set() will supply optional metadata: – the name of the person who requested the update.
The metadata will be captured by the historian.
execution = Journey.set(execution, :current_price, 98, metadata: %{"author" => "mario"})
{:ok, history, revision} = Journey.get(execution, :price_history, wait: {:newer_than, revision})
history
[
  %{
    "metadata" => %{"author" => "mario"},
    "node" => "current_price",
    "revision" => 7,
    "timestamp" => 1776921011,
    "value" => 98
  },
  %{
    "metadata" => nil,
    "node" => "current_price",
    "revision" => 4,
    "timestamp" => 1776921010,
    "value" => 105
  },
  %{
    "metadata" => nil,
    "node" => "current_price",
    "revision" => 1,
    "timestamp" => 1776921009,
    "value" => 100
  }
]
Three entries, newest first. The pattern is clear: every price change is recorded, building a complete history of how the price moved over time.
Diagram
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Price Tracker', version v1, EXEC2A5YXLM0H6TVT24ZVZML"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        current_price["✅ current_price"]
        price_history[["✅ price_history<br/>(anonymous fn)"]]

        current_price -->  price_history
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class price_history,current_price,last_updated_at,execution_id setNode
Detailed Introspection
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXEC2A5YXLM0H6TVT24ZVZML'
- Graph: 'Price Tracker' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:10:09Z UTC | 2 seconds ago
- Last updated at: 2026-04-23 05:10:11Z UTC | 0 seconds ago
- Duration: 2 seconds
- Revision: 9
- # of Values: 4 (set) / 4 (total)
- # of Computations: 3

Values:
- Set:
  - last_updated_at: '1776921011' | :input
    set at 2026-04-23 05:10:11Z | rev: 9

  - price_history: '[%{"metadata" => %{"author" => "mario"}, "node" => "current_price", "revision" => 7, "timestamp" => 1776921011, "value" => 98}, %{"metadata" => nil, "node" => "current_price", "revision" => 4, "timestamp" => 1776921010, "value" => 105}, %{"metadata" => nil, "node" => "current_price", "revision" => 1, "timestamp" => 1776921009, "value" => 100}]' | :historian
    computed at 2026-04-23 05:10:11Z | rev: 9

  - current_price: '98' | :input
    set at 2026-04-23 05:10:11Z | rev: 7

  - execution_id: 'EXEC2A5YXLM0H6TVT24ZVZML' | :input
    set at 2026-04-23 05:10:09Z | rev: 0


- Not set:
  

Computations:
- Completed:
  - :price_history (CMPHJ7559ARTYXA0ZJL0VR8): ✅ :success | :historian | rev 9
    started: 2026-04-23 05:10:11Z | completed: 2026-04-23 05:10:11Z (0s)
    inputs used:
       :current_price (rev 7)

  - :price_history (CMP80H6EXHDV767AE7HXMR3): ✅ :success | :historian | rev 6
    started: 2026-04-23 05:10:10Z | completed: 2026-04-23 05:10:10Z (0s)
    inputs used:
       :current_price (rev 4)

  - :price_history (CMP14JHYB9RMRJZEGVJA9AX): ✅ :success | :historian | rev 3
    started: 2026-04-23 05:10:09Z | completed: 2026-04-23 05:10:09Z (0s)
    inputs used:
       :current_price (rev 1)

- Outstanding:

:ok
Going Further: max_entries
By default, a historian keeps up to 1000 entries. When the limit is reached, the oldest entries are dropped. You can customize this with the max_entries option:
# Keep only the 50 most recent price updates
historian(:price_history, [:current_price], max_entries: 50)

# Keep unlimited history (use with caution)
historian(:audit_log, [:audit_event], max_entries: nil)
See the historian/3 documentation for more examples.
Summary
In this Livebook, we saw how historian nodes reactively record changes to the nodes they watch.
We built a price tracker with just two nodes — an input and a historian — and watched the history grow as we updated the price.
Key takeaways:
	A historian node records changes automatically — you declare what to watch, and it keeps the log.

	Each history entry captures the value, the node name, a timestamp, and optional metadata.

	A historian can watch multiple nodes, recording the history of changes for every one of them. Ours watched :current_price.

	History is stored newest-first.

	max_entries controls how many entries to keep (default: 1000). Set to nil for unlimited.

	Adding a historian doesn't affect the rest of the graph — it's a passive observer on its own branch.
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# [Optional] Setting Build Key, see https://gojourney.dev/your_keys
# (Using "Journey Livebook Demo" build key)
System.put_env("JOURNEY_BUILD_KEY", "B27AXHMERm2Z6ehZhL49v")

Mix.install(
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.22"},
    {:jason, "~> 1.4"},
    {:journey, "~> 0.10"},
    {:kino, "~> 0.19"}
  ],
  start_applications: false
)

Application.put_env(:journey, :log_level, :warning)

# Configure more frequent background sweeper runs (the default is 60 seconds).
# The precision of the timer is determined by the granularity of the sweeper.
Application.put_env(:journey, :background_sweeper, period_seconds: 5)

# This livebook requires a PostgreSQL database.
# If you don't have one running, you can start one with Docker:
# docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

# Update this configuration to point to your database server
Application.put_env(:journey, Journey.Repo,
  database: "journey_tick_once_nodes",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  log: false,
  port: 5432
)

Application.put_env(:journey, :ecto_repos, [Journey.Repo])

Journey.Repo.__adapter__().storage_up(Journey.Repo.config())

Application.loaded_applications()
|> Enum.map(fn {app, _, _} -> app end)
|> Enum.each(&Application.ensure_all_started/1)
DB Setup
This livebook requires a PostgreSQL service. If you don't have one running, you can start one with Docker:
docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

What We'll Cover
This tutorial focuses on the tick_once node type, which is used for scheduling future events.
A tick_once node computes a future timestamp (in unix seconds).
Its downstream nodes become unblocked and fire when that future time arrives.
In this livebook, we'll build a nap scheduler: spin up an execution, tell it your name, tick_once will compute the scheduled nap time, and a compute node fires when the time arrives.
We will also look at the execution's values, diagram, and detailed introspection.
Define the Graph
import Journey.Node

schedule_nap_in_seconds = 30

graph = Journey.new_graph(
  "Nap Scheduler",
  "v1",
  [
    input(:name),
    tick_once(:schedule_nap, [:name],
      fn %{name: name} ->
        IO.puts("schedule_nap: scheduling a nap for #{name} in #{schedule_nap_in_seconds} seconds")
        {:ok, System.os_time(:second) + schedule_nap_in_seconds}
      end
    ),
    compute(:start_nap, [:name, :schedule_nap],
      fn %{name: name} ->
        {:ok, "time for a nap, #{name}!"}
      end
    )
  ]
); :ok
:ok
Three nodes:
	:name is an input node, setting it kicks everything off,
	:schedule_nap fires as soon as :name is set, and returns the time (unix epoch seconds) at which the nap should start, and
	:start_nap fires when the time returned by :schedule_nap has arrived.

Visualize the graph:
graph
|> Journey.Tools.generate_mermaid_graph()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Nap Scheduler', version v1"]
        execution_id[execution_id]
        last_updated_at[last_updated_at]
        name[name]
        schedule_nap[["schedule_nap<br/>(anonymous fn)<br/>tick_once node"]]
        start_nap[["start_nap<br/>(anonymous fn)"]]

        name -->  schedule_nap
        name -->  start_nap
        schedule_nap -->  start_nap
    end

    %% Styling
    classDef defaultNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class execution_id,last_updated_at,name,schedule_nap,start_nap defaultNode
Start an Execution and Request a Nap
execution = 
  graph 
  |> Journey.start()
  |> Journey.set(:name, "Luigi");
:ok
:ok
Schedule That Nap
The tick fires immediately, but it's not time to start a nap just yet:
{:ok, scheduled_time, revision} = Journey.get(execution, :schedule_nap, wait: :any)
now = System.os_time(:second)
scheduled_at_string = scheduled_time |> DateTime.from_unix!() |> Calendar.strftime("%H:%M:%S UTC")
"scheduled_time: #{scheduled_at_string}, in #{scheduled_time-now} seconds"
schedule_nap: scheduling a nap for Luigi in 30 seconds
"scheduled_time: 05:17:13 UTC, in 29 seconds"
:schedule_nap has computed — its value is a unix timestamp, containing the scheduled time.
:start_nap hasn't fired yet. It's waiting for the scheduled time:
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Nap Scheduler', version v1, EXECL4Y00T46HD7MJH72R6A0"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        schedule_nap[["✅ schedule_nap<br/>(anonymous fn)<br/>tick_once node"]]
        start_nap[["🚫 start_nap<br/>(anonymous fn)"]]

        name -->  schedule_nap
        name -->  start_nap
        schedule_nap -->  start_nap
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class schedule_nap,name,last_updated_at,execution_id setNode
    class start_nap neutralNode
Wait for Nap Time to Start
"Waiting for #{scheduled_at_string}..."
"Waiting for 05:17:13 UTC..."
This will block until it's time:
{:ok, value, _revision} = Journey.get(execution, :start_nap, wait: {:newer_than, revision}, timeout: 60_000)
now = DateTime.utc_now() |> Calendar.strftime("%H:%M:%S UTC")
"#{now}: #{value}"
"05:17:17 UTC: time for a nap, Luigi!"
The actual event might occur a few seconds after its scheduled time. The precision of the timer is determined by the configured granularity of the sweeper – see background_sweeper configuration in the setup section.
Examining the execution, we can see that :start_nap has been "computed."
Journey.values(execution)
%{
  name: "Luigi",
  last_updated_at: 1776921436,
  execution_id: "EXECL4Y00T46HD7MJH72R6A0",
  schedule_nap: 1776921433,
  start_nap: "time for a nap, Luigi!"
}
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Nap Scheduler', version v1, EXECL4Y00T46HD7MJH72R6A0"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        schedule_nap[["✅ schedule_nap<br/>(anonymous fn)<br/>tick_once node"]]
        start_nap[["✅ start_nap<br/>(anonymous fn)"]]

        name -->  schedule_nap
        name -->  start_nap
        schedule_nap -->  start_nap
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class start_nap,schedule_nap,name,last_updated_at,execution_id setNode
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECL4Y00T46HD7MJH72R6A0'
- Graph: 'Nap Scheduler' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:16:43Z UTC | 34 seconds ago
- Last updated at: 2026-04-23 05:17:16Z UTC | 1 seconds ago
- Duration: 33 seconds
- Revision: 5
- # of Values: 5 (set) / 5 (total)
- # of Computations: 2

Values:
- Set:
  - last_updated_at: '1776921436' | :input
    set at 2026-04-23 05:17:16Z | rev: 5

  - start_nap: '"time for a nap, Luigi!"' | :compute
    computed at 2026-04-23 05:17:16Z | rev: 5

  - schedule_nap: '1776921433' | :tick_once
    computed at 2026-04-23 05:16:43Z | rev: 3

  - name: '"Luigi"' | :input
    set at 2026-04-23 05:16:43Z | rev: 1

  - execution_id: 'EXECL4Y00T46HD7MJH72R6A0' | :input
    set at 2026-04-23 05:16:43Z | rev: 0


- Not set:
  

Computations:
- Completed:
  - :start_nap (CMPXDL51R4XEZD24YR7JG0D): ✅ :success | :compute | rev 5
    started: 2026-04-23 05:17:16Z | completed: 2026-04-23 05:17:16Z (0s)
    inputs used:
       :name (rev 1)
       :schedule_nap (rev 3)

  - :schedule_nap (CMP4A4LTR1L38R80X9RATGJ): ✅ :success | :tick_once | rev 3
    started: 2026-04-23 05:16:43Z | completed: 2026-04-23 05:16:43Z (0s)
    inputs used:
       :name (rev 1)

- Outstanding:

:ok
Beyond Naps
tick_once is useful when you need to schedule an action at a specific future time. Things like:
	issue a reminder a day before the due date,
	send the user a reminder email 2 weeks after their last visit,
	archive user information 1 month after their last engagement,
	... any other place where you need to schedule a future event.

See the tick_once/4 documentation for more details and examples.
Summary
In this Livebook, we saw how tick_once nodes schedule actions for a specific future time.
We built a nap scheduler with three nodes — an input, a tick_once, and a compute — and watched the compute node wait until the scheduled time before firing.
Key takeaways:
	A tick_once node computes immediately, but its value is a future timestamp (in unix seconds).
	Downstream nodes will be unblocked when that time arrives.
	Use tick_once for reminders, delayed actions, scheduled cleanup — any time something should happen at a later point.
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# [Optional] Setting Build Key, see https://gojourney.dev/your_keys
# (Using "Journey Livebook Demo" build key)
System.put_env("JOURNEY_BUILD_KEY", "B27AXHMERm2Z6ehZhL49v")

Mix.install(
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.22"},
    {:jason, "~> 1.4"},
    {:journey, "~> 0.10"},
    {:kino, "~> 0.19"}
  ],
  start_applications: false
)

Application.put_env(:journey, :log_level, :warning)

# Configure more frequent background sweeper runs (the default is 60 seconds).
# The precision of the timer is determined by the granularity of the sweeper.
Application.put_env(:journey, :background_sweeper, period_seconds: 5)

# This livebook requires a PostgreSQL database.
# If you don't have one running, you can start one with Docker:
# docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

# Update this configuration to point to your database server
Application.put_env(:journey, Journey.Repo,
  database: "journey_tick_recurring_nodes",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  log: false,
  port: 5432
)

Application.put_env(:journey, :ecto_repos, [Journey.Repo])

Journey.Repo.__adapter__().storage_up(Journey.Repo.config())

Application.loaded_applications()
|> Enum.map(fn {app, _, _} -> app end)
|> Enum.each(&Application.ensure_all_started/1)
DB Setup
This livebook requires a PostgreSQL database. If you don't have one running, you can start one with Docker:
docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

What We'll Cover
This tutorial focuses on the tick_recurring node type.
A tick_recurring node is like tick_once, but instead of firing once, it fires repeatedly. Each time, it computes the next future timestamp, and when that time arrives, its downstream nodes fire again. Then it schedules the next tick, and so on.
We will
	define a hydration reminder graph,
	start an execution of the graph,
	set the :name value,
	use the value of :enable_reminders to control whether new reminders fire or get scheduled,
	watch tick_recurring periodically schedule the next :remind_to_hydrate, and
	watch :remind_to_hydrate keep firing at the scheduled time.

Define the Graph
import Journey.Node
import Journey.Node.Conditions
import Journey.Node.UpstreamDependencies

reminder_interval_seconds = 15

graph =
  Journey.new_graph(
    "Hydration Reminder",
    "v1",
    [
      input(:name),
      input(:enable_reminders),
      tick_recurring(
        :reminder_tick,
        unblocked_when({
          :and,
          [
            {:name, &provided?/1},
            {:enable_reminders, &true?/1}
          ]
        }),
        fn %{name: name} ->
          scheduled_time = System.os_time(:second) + reminder_interval_seconds

          scheduled_time_str =
            scheduled_time 
            |> DateTime.from_unix!() 
            |> Calendar.strftime("%H:%M:%S UTC")

          IO.puts("reminder_tick: scheduling a reminder for #{name} for #{scheduled_time_str}")
          {:ok, scheduled_time}
        end
      ),
      compute(
        :remind_to_hydrate,
        unblocked_when({
          :and,
          [
            {:reminder_tick, &provided?/1},
            {:enable_reminders, &true?/1}
          ]
        }),
        fn values ->
          count = Map.get(values, :remind_to_hydrate, 0) + 1
          {:ok, count}
        end
      )
    ]
  )

:ok
:ok
Four nodes:
	:name and :enable_reminders are inputs,
	:reminder_tick is a tick_recurring node — it fires repeatedly, every 15 seconds, but only while both :name is provided and :enable_reminders is true,
	:remind_to_hydrate fires each time :reminder_tick ticks, incrementing a counter and printing a reminder.

Note the unblocked_when condition: it uses {:and, [...]} to require multiple conditions. &provided?/1 checks that a value is set, and &true?/1 checks that a value is exactly true. These are imported from Journey.Node.Conditions.
Visualize the graph:
graph
|> Journey.Tools.generate_mermaid_graph()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Hydration Reminder', version v1"]
        execution_id[execution_id]
        last_updated_at[last_updated_at]
        name[name]
        enable_reminders[enable_reminders]
        reminder_tick[["reminder_tick<br/>(anonymous fn)<br/>tick_recurring node"]]
        remind_to_hydrate[["remind_to_hydrate<br/>(anonymous fn)"]]

        name -->  reminder_tick
        enable_reminders --> |true?| reminder_tick
        reminder_tick -->  remind_to_hydrate
        enable_reminders --> |true?| remind_to_hydrate
    end

    %% Styling
    classDef defaultNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class execution_id,last_updated_at,name,enable_reminders,reminder_tick,remind_to_hydrate defaultNode
Start an Execution
execution =
  graph
  |> Journey.start()
  |> Journey.set(:name, "Luigi"); :ok
:ok
:name is set, but :enable_reminders is not — so :reminder_tick is still blocked:
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Hydration Reminder', version v1, EXECA66D9728GRHYLLE2ZJ3G"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        enable_reminders["⬜ enable_reminders"]
        reminder_tick[["🚫 reminder_tick<br/>(anonymous fn)<br/>tick_recurring node"]]
        remind_to_hydrate[["🚫 remind_to_hydrate<br/>(anonymous fn)"]]

        name -->  reminder_tick
        enable_reminders --> |true?| reminder_tick
        reminder_tick -->  remind_to_hydrate
        enable_reminders --> |true?| remind_to_hydrate
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class name,last_updated_at,execution_id setNode
    class remind_to_hydrate,reminder_tick,enable_reminders neutralNode
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECA66D9728GRHYLLE2ZJ3G'
- Graph: 'Hydration Reminder' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:21:19Z UTC | 0 seconds ago
- Last updated at: 2026-04-23 05:21:19Z UTC | 0 seconds ago
- Duration: 0 seconds
- Revision: 1
- # of Values: 3 (set) / 6 (total)
- # of Computations: 2

Values:
- Set:
  - last_updated_at: '1776921679' | :input
    set at 2026-04-23 05:21:19Z | rev: 1

  - name: '"Luigi"' | :input
    set at 2026-04-23 05:21:19Z | rev: 1

  - execution_id: 'EXECA66D9728GRHYLLE2ZJ3G' | :input
    set at 2026-04-23 05:21:19Z | rev: 0


- Not set:
  - enable_reminders: <unk> | :input
  - remind_to_hydrate: <unk> | :compute
  - reminder_tick: <unk> | :tick_recurring  

Computations:
- Completed:


- Outstanding:
  - reminder_tick: ⬜ :not_set (not yet attempted) | :tick_recurring
       :and
        ├─ ✅ :name | &provided?/1 | rev 1
        └─ 🛑 :enable_reminders | &true?/1
  - remind_to_hydrate: ⬜ :not_set (not yet attempted) | :compute
       :and
        ├─ 🛑 :reminder_tick | &provided?/1
        └─ 🛑 :enable_reminders | &true?/1
:ok
Enable Reminders
execution = Journey.set(execution, :enable_reminders, true); :ok
:ok
The tick_recurring is now unblocked, and it computes the time for the reminder.
{:ok, scheduled_time, revision} = Journey.get(execution, :reminder_tick, wait: :any)
now = System.os_time(:second)
scheduled_at_string = scheduled_time |> DateTime.from_unix!() |> Calendar.strftime("%H:%M:%S UTC")
"scheduled_time: #{scheduled_at_string}, in #{scheduled_time-now} seconds"
reminder_tick: scheduling a reminder for Luigi for 05:21:34 UTC
"scheduled_time: 05:21:34 UTC, in 14 seconds"
Wait for the First Reminder
"Waiting for #{scheduled_at_string}..."
"Waiting for 05:21:34 UTC..."
This will block until it's time...
{:ok, count, revision} = Journey.get(execution, :remind_to_hydrate, wait: :any, timeout: 60_000)
now = DateTime.utc_now() |> Calendar.strftime("%H:%M:%S UTC")
"Reminder to hydrate fired: #{now}: count: #{count}"
"Reminder to hydrate fired: 05:21:37 UTC: count: 1"
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Hydration Reminder', version v1, EXECA66D9728GRHYLLE2ZJ3G"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        enable_reminders["✅ enable_reminders"]
        reminder_tick[["✅ reminder_tick<br/>(anonymous fn)<br/>tick_recurring node"]]
        remind_to_hydrate[["🚫 remind_to_hydrate<br/>(anonymous fn)"]]

        name -->  reminder_tick
        enable_reminders --> |true?| reminder_tick
        reminder_tick -->  remind_to_hydrate
        enable_reminders --> |true?| remind_to_hydrate
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class reminder_tick,enable_reminders,name,last_updated_at,execution_id setNode
    class remind_to_hydrate neutralNode
Wait for the Second Reminder
Now we wait for the next tick. The tick_recurring has already scheduled it:
{:ok, scheduled_time, revision} = Journey.get(execution, :reminder_tick, wait: {:newer_than, revision})
now = System.os_time(:second)
scheduled_at_string = scheduled_time |> DateTime.from_unix!() |> Calendar.strftime("%H:%M:%S UTC")
"Waiting for scheduled_time: #{scheduled_at_string}, in #{scheduled_time-now} seconds"
"Waiting for scheduled_time: 05:21:51 UTC, in 14 seconds"
{:ok, count, _revision} = Journey.get(execution, :remind_to_hydrate, wait: {:newer_than, revision}, timeout: 60_000)
now = DateTime.utc_now() |> Calendar.strftime("%H:%M:%S UTC")
"Reminder to hydrate fired: #{now}: count: #{count}"
"Reminder to hydrate fired: 05:21:54 UTC: count: 2"
As long as reminders are enabled, this will keep happening every 15+ seconds (the granularity is subject to sweeper's configuration).
Disable Reminders
execution = Journey.set(execution, :enable_reminders, false); :ok
:ok
Setting :enable_reminders to false means the unblocked_when condition on both :reminder_tick and :remind_to_hydrate is no longer satisfied. The tick stops firing, no more reminders will be sent.
New Execution State
Journey.values(execution)
%{
  name: "Luigi",
  last_updated_at: 1776921714,
  execution_id: "EXECA66D9728GRHYLLE2ZJ3G",
  enable_reminders: false,
  reminder_tick: 1776921726
}
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Hydration Reminder', version v1, EXECA66D9728GRHYLLE2ZJ3G"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        enable_reminders["✅ enable_reminders"]
        reminder_tick[["🚫 reminder_tick<br/>(anonymous fn)<br/>tick_recurring node"]]
        remind_to_hydrate[["🚫 remind_to_hydrate<br/>(anonymous fn)"]]

        name -->  reminder_tick
        enable_reminders --> |true?| reminder_tick
        reminder_tick -->  remind_to_hydrate
        enable_reminders --> |true?| remind_to_hydrate
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class enable_reminders,name,last_updated_at,execution_id setNode
    class remind_to_hydrate,reminder_tick neutralNode
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECA66D9728GRHYLLE2ZJ3G'
- Graph: 'Hydration Reminder' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:21:19Z UTC | 35 seconds ago
- Last updated at: 2026-04-23 05:21:54Z UTC | 0 seconds ago
- Duration: 35 seconds
- Revision: 14
- # of Values: 5 (set) / 6 (total)
- # of Computations: 6

Values:
- Set:
  - last_updated_at: '1776921714' | :input
    set at 2026-04-23 05:21:54Z | rev: 14

  - enable_reminders: 'false' | :input
    set at 2026-04-23 05:21:54Z | rev: 13

  - reminder_tick: '1776921726' | :tick_recurring
    computed at 2026-04-23 05:21:51Z | rev: 12

  - name: '"Luigi"' | :input
    set at 2026-04-23 05:21:19Z | rev: 1

  - execution_id: 'EXECA66D9728GRHYLLE2ZJ3G' | :input
    set at 2026-04-23 05:21:19Z | rev: 0


- Not set:
  - remind_to_hydrate: <unk> | :compute  

Computations:
- Completed:
  - :reminder_tick (CMP8363RHEHLV67TDVVA5LH): ✅ :success | :tick_recurring | rev 12
    started: 2026-04-23 05:21:51Z | completed: 2026-04-23 05:21:51Z (0s)
    inputs used:
       :name (rev 1)
       :enable_reminders (rev 2)

  - :remind_to_hydrate (CMPR76XH6EZY8R6BXH60GDL): ✅ :success | :compute | rev 10
    started: 2026-04-23 05:21:51Z | completed: 2026-04-23 05:21:51Z (0s)
    inputs used:
       :enable_reminders (rev 2)
       :reminder_tick (rev 8)

  - :reminder_tick (CMPZ83L75YEZ228YX3V6HY0): ✅ :success | :tick_recurring | rev 8
    started: 2026-04-23 05:21:36Z | completed: 2026-04-23 05:21:36Z (0s)
    inputs used:
       :name (rev 1)
       :enable_reminders (rev 2)

  - :remind_to_hydrate (CMPY55J9EVDR1E7V509XHEJ): ✅ :success | :compute | rev 6
    started: 2026-04-23 05:21:36Z | completed: 2026-04-23 05:21:36Z (0s)
    inputs used:
       :enable_reminders (rev 2)
       :reminder_tick (rev 4)

  - :reminder_tick (CMP501Y354R35LR4GMLRTDZ): ✅ :success | :tick_recurring | rev 4
    started: 2026-04-23 05:21:19Z | completed: 2026-04-23 05:21:19Z (0s)
    inputs used:
       :name (rev 1)
       :enable_reminders (rev 2)

- Outstanding:
  - remind_to_hydrate: ⬜ :not_set (not yet attempted) | :compute
       :and
        ├─ 🛑 :reminder_tick | &provided?/1
        └─ 🛑 :enable_reminders | &true?/1
:ok
History Growing? keep_latest_completed_computations: 100
You may notice that execution introspection above has multiple historical records for computations that have already taken place. This is useful for understanding what happened, but if your recurring events repeat in perpetuity, those records can add up, and start taking up database and memory space. Use :keep_latest_completed_computations to limit how many are kept:
tick_recurring(:reminder_tick, deps, &next_time/1,
  keep_latest_completed_computations: 100
)
After each successful completion, older computation records beyond the retention window are deleted. The default is unlimited; set this option on any node whose computation count will grow larger than you want.
See the tick_recurring/3 documentation for more details.
Beyond Hydration
tick_recurring is useful when you need to schedule recurring actions, things like:
	sending your users a weekly activity summary,
	sending your customers a monthly statement,
	having an agent scan logs every few minutes, checking for problems and handling issues,
	... any other place you want to reliably schedule a recurring action.

Summary
In this Livebook, we saw how tick_recurring nodes fire repeatedly on a schedule.
We built a hydration reminder with four nodes — two inputs, a tick_recurring, and a compute — and watched the compute node fire twice as the tick kept scheduling the next reminder.
Key takeaways:
	A tick_recurring node computes a future timestamp, and when that time arrives, its downstream nodes fire. Then it schedules the next tick, and so on.

	Downstream nodes re-fire on every tick — the same :remind_to_hydrate compute ran each time, incrementing its counter.

	Use unblocked_when to conditionally start and stop the recurring schedule. In our example, setting :enable_reminders to false stopped the tick.

	Use keep_latest_completed_computations to manage retention in long-running recurring schedules.
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# [Optional] Setting Build Key, see https://gojourney.dev/your_keys
# (Using "Journey Livebook Demo" build key)
System.put_env("JOURNEY_BUILD_KEY", "B27AXHMERm2Z6ehZhL49v")

Mix.install(
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.22"},
    {:jason, "~> 1.4"},
    {:journey, "~> 0.10"},
    {:kino, "~> 0.19"}
  ],
  start_applications: false
)

Application.put_env(:journey, :log_level, :warning)

# Configure more frequent background sweeper runs (the default is 60 seconds).
# The precision of the timer is determined by the granularity of the sweeper.
Application.put_env(:journey, :background_sweeper, period_seconds: 5)

# This livebook requires a PostgreSQL database.
# If you don't have one running, you can start one with Docker:
# docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

# Update this configuration to point to your database server
Application.put_env(:journey, Journey.Repo,
  database: "journey_archive_nodes",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  log: false,
  port: 5432
)

Application.put_env(:journey, :ecto_repos, [Journey.Repo])

Journey.Repo.__adapter__().storage_up(Journey.Repo.config())

Application.loaded_applications()
|> Enum.map(fn {app, _, _} -> app end)
|> Enum.each(&Application.ensure_all_started/1)
DB Setup
This livebook requires a PostgreSQL service. If you don't have one running, you can start one with Docker:
docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

What We'll Cover
This tutorial focuses on the archive node type.
An archive node marks its execution as, well, archived. This is the graph equivalent of calling Journey.archive/1 on the execution.
Once archived, the execution is, in effect, soft-deleted, and removed from normal use:
	excluded from Journey.load/2 by default (unless you explicitly ask for it with include_archived: true).
	excluded from Journey.list_executions/1 / Journey.count_executions/1, unless explicitly requested with include_archived: true.
	excluded from sweeper processing: its timers won't fire.

We'll build an execution that archives itself 30 seconds after the customer's name is provided, using a tick_once to schedule the cleanup.
An archived execution can be unarchived, with Journey.unarchive/1.
Define the Graph
import Journey.Node

archive_after_seconds = 30

graph = Journey.new_graph(
  "Customer Order",
  "v1",
  [
    input(:customer_name),
    tick_once(:schedule_cleanup, [:customer_name],
      fn %{customer_name: name} ->
        IO.puts("schedule_cleanup: archiving order for #{name} in #{archive_after_seconds} seconds")
        {:ok, System.os_time(:second) + archive_after_seconds}
      end
    ),
    archive(:archive_order, [:schedule_cleanup])
  ]
); :ok
:ok
Three nodes:
	:customer_name is an input node,
	:schedule_cleanup fires as soon as :customer_name is set, and returns the time (unix epoch seconds) at which the order should be archived, and
	:archive_order fires when the time returned by :schedule_cleanup has arrived, and archives the execution.

Visualize the graph:
graph
|> Journey.Tools.generate_mermaid_graph()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Customer Order', version v1"]
        execution_id[execution_id]
        last_updated_at[last_updated_at]
        customer_name[customer_name]
        schedule_cleanup[["schedule_cleanup<br/>(anonymous fn)<br/>tick_once node"]]
        archive_order[["archive_order<br/>archive node"]]

        customer_name -->  schedule_cleanup
        schedule_cleanup -->  archive_order
    end

    %% Styling
    classDef defaultNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class execution_id,last_updated_at,customer_name,schedule_cleanup,archive_order defaultNode
Start an Execution
execution =
  graph
  |> Journey.start()
  |> Journey.set(:customer_name, "Luigi");
:ok
:ok
Schedule the Cleanup
The tick fires immediately, scheduling the archive for 30 seconds from now:
{:ok, scheduled_time, _revision} = Journey.get(execution, :schedule_cleanup, wait: :any)
now = System.os_time(:second)
scheduled_at_string = scheduled_time |> DateTime.from_unix!() |> Calendar.strftime("%H:%M:%S UTC")
"scheduled_time: #{scheduled_at_string}, in #{scheduled_time - now} seconds"
schedule_cleanup: archiving order for Luigi in 30 seconds
"scheduled_time: 04:52:03 UTC, in 29 seconds"
The Execution Is Still Here
The archive hasn't fired yet. The execution is alive and loadable:
loaded = Journey.load(execution.id)
loaded != nil
true
Journey.values(execution)
%{
  last_updated_at: 1776919893,
  execution_id: "EXECL65EG5T93XGL1JXJB3J5",
  customer_name: "Luigi",
  schedule_cleanup: 1776919923
}
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Customer Order', version v1, EXECL65EG5T93XGL1JXJB3J5"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        customer_name["✅ customer_name"]
        schedule_cleanup[["✅ schedule_cleanup<br/>(anonymous fn)<br/>tick_once node"]]
        archive_order[["🚫 archive_order<br/>archive node"]]

        customer_name -->  schedule_cleanup
        schedule_cleanup -->  archive_order
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class schedule_cleanup,customer_name,last_updated_at,execution_id setNode
    class archive_order neutralNode
Wait for Cleanup
"Waiting for #{scheduled_at_string}..."
"Waiting for 04:52:03 UTC..."
This will block until the archive fires:
{:ok, archived_at, _revision} = Journey.get(execution, :archive_order, wait: :any, timeout: 60_000)
now = archived_at |> DateTime.from_unix!() |> Calendar.strftime("%H:%M:%S UTC")
"#{now}: order archived"
"04:52:05 UTC: order archived"
The Execution Has Been Archived
Journey.load(execution.id)
nil
nil — the execution is no longer returned by Journey.load/2. It has been archived.
It's Still There If You Need It
Archived executions aren't deleted. Pass include_archived: true to retrieve them:
execution = Journey.load(execution.id, include_archived: true)
execution != nil
true
execution.archived_at |> DateTime.from_unix!() |> Calendar.strftime("%H:%M:%S UTC")
"04:52:05 UTC"
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECL65EG5T93XGL1JXJB3J5'
- Graph: 'Customer Order' | 'v1'
- Archived at: 2026-04-23 04:52:05Z
- Created at: 2026-04-23 04:51:33Z UTC | 34 seconds ago
- Last updated at: 2026-04-23 04:52:05Z UTC | 2 seconds ago
- Duration: 32 seconds
- Revision: 6
- # of Values: 5 (set) / 5 (total)
- # of Computations: 2

Values:
- Set:
  - archive_order: '1776919925' | :archive
    computed at 2026-04-23 04:52:05Z | rev: 6

  - last_updated_at: '1776919925' | :input
    set at 2026-04-23 04:52:05Z | rev: 6

  - schedule_cleanup: '1776919923' | :tick_once
    computed at 2026-04-23 04:51:33Z | rev: 3

  - customer_name: '"Luigi"' | :input
    set at 2026-04-23 04:51:33Z | rev: 1

  - execution_id: 'EXECL65EG5T93XGL1JXJB3J5' | :input
    set at 2026-04-23 04:51:33Z | rev: 0


- Not set:
  

Computations:
- Completed:
  - :archive_order (CMPXG21EB0B2AGV7415EMHJ): ✅ :success | :archive | rev 6
    started: 2026-04-23 04:52:05Z | completed: 2026-04-23 04:52:05Z (0s)
    inputs used:
       :schedule_cleanup (rev 3)

  - :schedule_cleanup (CMPR0Y5R3LA1DMXYVD909E2): ✅ :success | :tick_once | rev 3
    started: 2026-04-23 04:51:33Z | completed: 2026-04-23 04:51:33Z (0s)
    inputs used:
       :customer_name (rev 1)

- Outstanding:

:ok
Summary
In this Livebook, we saw how an archive node soft-deleted the execution, removing it from default queries.
We built a simple graph with three nodes — an input, a tick_once, and an archive — and watched the execution disappear from Journey.load/2 after the scheduled cleanup time.
Key takeaways:
	An archive node, when unblocked, marks the execution as "archived," effectively soft-deleting the execution.
	Archived executions are excluded from normal processing by default — they're still in the database, just out of sight and not consuming Journey's background processing resources.
	Archived executions can still be accessed by various functions (Journey.load/2, Journey.list_executions/1 / Journey.count_executions/1), by giving them an explicit flag, include_archived: true.
	An execution can also be archived by passing it to Journey.archive/1.
	An archived execution can be unarchived by passing its id to Journey.unarchive/1.
	Use archive when you want to remove an execution from circulation (a credit card application, a pizza delivery order, etc.)
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# [Optional] Setting Build Key, see https://gojourney.dev/your_keys
# (Using "Journey Livebook Demo" build key)
System.put_env("JOURNEY_BUILD_KEY", "B27AXHMERm2Z6ehZhL49v")

Mix.install(
  [
    {:ecto_sql, "~> 3.13"},
    {:postgrex, "~> 0.22"},
    {:jason, "~> 1.4"},
    {:journey, "~> 0.10"},
    {:kino, "~> 0.19"}
  ],
  start_applications: false
)

Application.put_env(:journey, :log_level, :warning)

# This livebook requires a PostgreSQL database.
# If you don't have one running, you can start one with Docker:
# docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

# Update this configuration to point to your database server
Application.put_env(:journey, Journey.Repo,
  database: "journey_compute_retries",
  username: "postgres",
  password: "postgres",
  hostname: "localhost",
  log: false,
  port: 5432
)

Application.put_env(:journey, :ecto_repos, [Journey.Repo])

Journey.Repo.__adapter__().storage_up(Journey.Repo.config())

Application.loaded_applications()
|> Enum.map(fn {app, _, _} -> app end)
|> Enum.each(&Application.ensure_all_started/1)
DB Setup
This livebook requires a PostgreSQL database. If you don't have one running, you can start one with Docker:
docker run --rm --name postgres -p 5432:5432 -e POSTGRES_PASSWORD=postgres -d postgres:16

What We'll Cover
In this example, we'll look into how Journey handles compute failures. What happens if a compute node's function tries to send an email but the email service is down?
Spoiler alert: Journey will try a few times, and give up. Once the email service is back up, you can kick off another computation using a helper function.
In this livebook, we will create a simple graph with a compute node whose computation function returns an error, and observe Journey's retry behavior:
	the failing computation will be attempted by journey, up to max_retries times, which we set to 4 (default: 3),
	once attempts are exhausted, the computation will fail,
	once you fixed the underlying error (or think you fixed the underlying error;), you can kick the computation to try again, with Journey.Tools.retry_computation/2,
	introspection tools (mermaid diagram - Journey.Tools.generate_mermaid_execution/1, execution textual introspection – Journey.Tools.introspect/1) show you the status,
	execution itself has more metadata on computations, if you need more insight.

Define the Graph
import Journey.Node

graph = Journey.new_graph(
  "Welcome, but failing",
  "v1",
  [
    input(:name),
    compute(
      :greeting,
      [:name],
      fn values ->
        now = DateTime.utc_now() |> Calendar.strftime("%H:%M:%S UTC")
        welcome = "Hello, #{values.name}, at #{now}, 🤞!"
        IO.puts(welcome)
        {:error, "oh no, failed, #{now}"}
      end,
      # Overriding the default of 3 attempts.
      max_retries: 4
    )
  ]
); :ok
:ok
Visualize the graph:
  graph
  |> Journey.Tools.generate_mermaid_graph()
  |> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Welcome, but failing', version v1"]
        execution_id[execution_id]
        last_updated_at[last_updated_at]
        name[name]
        greeting[["greeting<br/>(anonymous fn)"]]

        name -->  greeting
    end

    %% Styling
    classDef defaultNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class execution_id,last_updated_at,name,greeting defaultNode
Start an Execution
execution = Journey.start(graph); :ok
:ok
In the new execution the :greeting computation is waiting for :name to be set.
As seen on the diagram:
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Welcome, but failing', version v1, EXECG5217Z92XXJA1BM8R3LG"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["⬜ name"]
        greeting[["🚫 greeting<br/>(anonymous fn)"]]

        name -->  greeting
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class last_updated_at,execution_id setNode
    class greeting,name neutralNode
As seen in the values:
Journey.values_all(execution)
%{
  name: :not_set,
  last_updated_at: {:set, 1776922650},
  execution_id: {:set, "EXECG5217Z92XXJA1BM8R3LG"},
  greeting: :not_set
}
As seen on the textual introspection:
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECG5217Z92XXJA1BM8R3LG'
- Graph: 'Welcome, but failing' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:37:30Z UTC | 0 seconds ago
- Last updated at: 2026-04-23 05:37:30Z UTC | 0 seconds ago
- Duration: 0 seconds
- Revision: 0
- # of Values: 2 (set) / 4 (total)
- # of Computations: 1

Values:
- Set:
  - execution_id: 'EXECG5217Z92XXJA1BM8R3LG' | :input
    set at 2026-04-23 05:37:30Z | rev: 0

  - last_updated_at: '1776922650' | :input
    set at 2026-04-23 05:37:30Z | rev: 0


- Not set:
  - greeting: <unk> | :compute
  - name: <unk> | :input  

Computations:
- Completed:


- Outstanding:
  - greeting: ⬜ :not_set (not yet attempted) | :compute
       🛑 :name | &provided?/1
:ok
:name is Set -> :greeting is Computing with Retries
We'll set the value for :name, and watch the :greeting computation get unblocked, and fail after a few attempts.
execution = 
  execution
  |> Journey.set(:name, "Luigi"); :ok
:ok
Journey.get below waits for the result, and returns an error once the computation's 4 attempts are exhausted:
(A side note: retries happen with a small randomized pause – a few seconds – between attempts. Proper backoff is on the roadmap.)
Journey.get(execution, :greeting, wait: :any, timeout: 120_000)
Hello, Luigi, at 05:37:30 UTC, 🤞!

22:37:30.132 [warning] Worker [EXECG5217Z92XXJA1BM8R3LG.CMPET6LMRBXMXGA771YJX9E.greeting] [Welcome, but failing]: async computation completed with an error
Hello, Luigi, at 05:37:31 UTC, 🤞!

22:37:31.706 [warning] Worker [EXECG5217Z92XXJA1BM8R3LG.CMP06YLV03DXGEVYLX46BD1.greeting] [Welcome, but failing]: async computation completed with an error
Hello, Luigi, at 05:37:32 UTC, 🤞!

22:37:32.980 [warning] Worker [EXECG5217Z92XXJA1BM8R3LG.CMP9Y72L34RL30VXH747J21.greeting] [Welcome, but failing]: async computation completed with an error
Hello, Luigi, at 05:37:41 UTC, 🤞!

22:37:41.175 [warning] Worker [EXECG5217Z92XXJA1BM8R3LG.CMP6RL4RJGG99AEBE4Z53T3.greeting] [Welcome, but failing]: async computation completed with an error
{:error, :computation_failed}
The computation is now failed, as seen on the diagram:
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Welcome, but failing', version v1, EXECG5217Z92XXJA1BM8R3LG"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        greeting[["❌ greeting<br/>(anonymous fn)"]]

        name -->  greeting
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class name,last_updated_at,execution_id setNode
    class greeting errorNode
No :greeting value has been set:
Journey.values_all(execution)
%{
  name: {:set, "Luigi"},
  last_updated_at: {:set, 1776922650},
  execution_id: {:set, "EXECG5217Z92XXJA1BM8R3LG"},
  greeting: :not_set
}
And introspect/1 shows the failed computation attempts, including the errors reported by each of the computations:
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECG5217Z92XXJA1BM8R3LG'
- Graph: 'Welcome, but failing' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:37:30Z UTC | 14 seconds ago
- Last updated at: 2026-04-23 05:37:41Z UTC | 3 seconds ago
- Duration: 11 seconds
- Revision: 9
- # of Values: 3 (set) / 4 (total)
- # of Computations: 4

Values:
- Set:
  - last_updated_at: '1776922650' | :input
    set at 2026-04-23 05:37:30Z | rev: 1

  - name: '"Luigi"' | :input
    set at 2026-04-23 05:37:30Z | rev: 1

  - execution_id: 'EXECG5217Z92XXJA1BM8R3LG' | :input
    set at 2026-04-23 05:37:30Z | rev: 0


- Not set:
  - greeting: <unk> | :compute  

Computations:
- Completed:
  - :greeting (CMP6RL4RJGG99AEBE4Z53T3): ❌ :failed | :compute | rev 9
    started: 2026-04-23 05:37:41Z | completed: 2026-04-23 05:37:41Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:41 UTC"

  - :greeting (CMP9Y72L34RL30VXH747J21): ❌ :failed | :compute | rev 7
    started: 2026-04-23 05:37:32Z | completed: 2026-04-23 05:37:32Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:32 UTC"

  - :greeting (CMP06YLV03DXGEVYLX46BD1): ❌ :failed | :compute | rev 5
    started: 2026-04-23 05:37:31Z | completed: 2026-04-23 05:37:31Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:31 UTC"

  - :greeting (CMPET6LMRBXMXGA771YJX9E): ❌ :failed | :compute | rev 3
    started: 2026-04-23 05:37:30Z | completed: 2026-04-23 05:37:30Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:30 UTC"

- Outstanding:

:ok
Underlying Problem Solved? Invoke Another [re-]Computation (Spoiler: It Wasn't Solved)
Now, let's say you think you fixed the root cause of the failure, and want to retry the computation. retry_computation/2 to the rescue.
Calling retry_computation/2 creates another computation attempt:
execution = Journey.Tools.retry_computation(execution.id, :greeting); :ok
:ok
Journey.get(execution, :greeting, wait: {:newer_than, execution.revision}, timeout: 120_000)
Hello, Luigi, at 05:37:44 UTC, 🤞!

22:37:44.837 [warning] Worker [EXECG5217Z92XXJA1BM8R3LG.CMPBTHXTZ61EG875VG2Y9HB.greeting] [Welcome, but failing]: async computation completed with an error
{:error, :computation_failed}
Not surprisingly, the computation is still failing.
Journey.values_all(execution)
%{
  name: {:set, "Luigi"},
  last_updated_at: {:set, 1776922650},
  execution_id: {:set, "EXECG5217Z92XXJA1BM8R3LG"},
  greeting: :not_set
}
execution.id
|> Journey.Tools.generate_mermaid_execution()
|> Kino.Mermaid.new()
graph TD
    %% Graph
    subgraph Graph["🧩 'Welcome, but failing', version v1, EXECG5217Z92XXJA1BM8R3LG"]
        execution_id["✅ execution_id"]
        last_updated_at["✅ last_updated_at"]
        name["✅ name"]
        greeting[["❌ greeting<br/>(anonymous fn)"]]

        name -->  greeting
    end

    %% Styling
    classDef setNode fill:#e1f5fe,stroke:#01579b,stroke-width:2px,color:#000000
    classDef computingNode fill:#fff8e1,stroke:#f57f17,stroke-width:2px,color:#000000
    classDef errorNode fill:#f8bbd0,stroke:#b71c1c,stroke-width:2px,color:#000000
    classDef neutralNode fill:#f8f9fa,stroke:#495057,stroke-width:2px,color:#000000

    %% Apply styles to nodes
    class name,last_updated_at,execution_id setNode
    class greeting errorNode
Introspection now includes one more failed computation:
Journey.Tools.introspect(execution.id) |> IO.puts()
Execution summary:
- ID: 'EXECG5217Z92XXJA1BM8R3LG'
- Graph: 'Welcome, but failing' | 'v1'
- Archived at: not archived
- Created at: 2026-04-23 05:37:30Z UTC | 15 seconds ago
- Last updated at: 2026-04-23 05:37:44Z UTC | 1 seconds ago
- Duration: 14 seconds
- Revision: 11
- # of Values: 3 (set) / 4 (total)
- # of Computations: 5

Values:
- Set:
  - last_updated_at: '1776922650' | :input
    set at 2026-04-23 05:37:30Z | rev: 1

  - name: '"Luigi"' | :input
    set at 2026-04-23 05:37:30Z | rev: 1

  - execution_id: 'EXECG5217Z92XXJA1BM8R3LG' | :input
    set at 2026-04-23 05:37:30Z | rev: 0


- Not set:
  - greeting: <unk> | :compute  

Computations:
- Completed:
  - :greeting (CMPBTHXTZ61EG875VG2Y9HB): ❌ :failed | :compute | rev 11
    started: 2026-04-23 05:37:44Z | completed: 2026-04-23 05:37:44Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:44 UTC"

  - :greeting (CMP6RL4RJGG99AEBE4Z53T3): ❌ :failed | :compute | rev 9
    started: 2026-04-23 05:37:41Z | completed: 2026-04-23 05:37:41Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:41 UTC"

  - :greeting (CMP9Y72L34RL30VXH747J21): ❌ :failed | :compute | rev 7
    started: 2026-04-23 05:37:32Z | completed: 2026-04-23 05:37:32Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:32 UTC"

  - :greeting (CMP06YLV03DXGEVYLX46BD1): ❌ :failed | :compute | rev 5
    started: 2026-04-23 05:37:31Z | completed: 2026-04-23 05:37:31Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:31 UTC"

  - :greeting (CMPET6LMRBXMXGA771YJX9E): ❌ :failed | :compute | rev 3
    started: 2026-04-23 05:37:30Z | completed: 2026-04-23 05:37:30Z (0s)
    inputs used:
       :name (rev 1)
    error: "oh no, failed, 05:37:30 UTC"

- Outstanding:

:ok
If the information you get via introspection tools is not sufficient, you can load the execution itself, and examine it by hand. Here are a few most recent computations in this execution:
execution = Journey.load(execution.id)
execution.computations |> Enum.take(3)
[
  %Journey.Persistence.Schema.Execution.Computation{
    __meta__: #Ecto.Schema.Metadata<:loaded, "computations">,
    id: "CMPBTHXTZ61EG875VG2Y9HB",
    execution_id: "EXECG5217Z92XXJA1BM8R3LG",
    execution: #Ecto.Association.NotLoaded<association :execution is not loaded>,
    node_name: :greeting,
    computation_type: :compute,
    state: :failed,
    ex_revision_at_start: 10,
    ex_revision_at_completion: 11,
    scheduled_time: nil,
    start_time: 1776922664,
    completion_time: 1776922664,
    deadline: 1776922724,
    last_heartbeat_at: nil,
    heartbeat_deadline: 1776922904,
    error_details: "\"oh no, failed, 05:37:44 UTC\"",
    computed_with: %{name: 1},
    inserted_at: 1776922664,
    updated_at: 1776922664
  },
  %Journey.Persistence.Schema.Execution.Computation{
    __meta__: #Ecto.Schema.Metadata<:loaded, "computations">,
    id: "CMP6RL4RJGG99AEBE4Z53T3",
    execution_id: "EXECG5217Z92XXJA1BM8R3LG",
    execution: #Ecto.Association.NotLoaded<association :execution is not loaded>,
    node_name: :greeting,
    computation_type: :compute,
    state: :failed,
    ex_revision_at_start: 8,
    ex_revision_at_completion: 9,
    scheduled_time: nil,
    start_time: 1776922661,
    completion_time: 1776922661,
    deadline: 1776922721,
    last_heartbeat_at: nil,
    heartbeat_deadline: 1776922901,
    error_details: "\"oh no, failed, 05:37:41 UTC\"",
    computed_with: %{name: 1},
    inserted_at: 1776922652,
    updated_at: 1776922661
  },
  %Journey.Persistence.Schema.Execution.Computation{
    __meta__: #Ecto.Schema.Metadata<:loaded, "computations">,
    id: "CMP9Y72L34RL30VXH747J21",
    execution_id: "EXECG5217Z92XXJA1BM8R3LG",
    execution: #Ecto.Association.NotLoaded<association :execution is not loaded>,
    node_name: :greeting,
    computation_type: :compute,
    state: :failed,
    ex_revision_at_start: 6,
    ex_revision_at_completion: 7,
    scheduled_time: nil,
    start_time: 1776922652,
    completion_time: 1776922652,
    deadline: 1776922712,
    last_heartbeat_at: nil,
    heartbeat_deadline: 1776922892,
    error_details: "\"oh no, failed, 05:37:32 UTC\"",
    computed_with: %{name: 1},
    inserted_at: 1776922651,
    updated_at: 1776922652
  }
]
Summary
In this Livebook, we setup a graph whose compute node's function returns an error, and we observed journey retrying the computation, subject to the node's retry policy (the max_retries: 4 in the graph definition overrode the default value of 3).
We also looked at the state of the execution, by rendering its mermaid graph, looking at its values, and doing in-depth introspection with Journey.Tools.introspect/1.
We also kicked off a recomputation on a failed node, with Journey.Tools.retry_computation/2, which, given the nature of our failure mode (a hardcoded error;), predictably did not fix the problem.
We also took a glimpse at the computation portion of the complete execution structure.
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    Journey License

Copyright (c) 2021-2026 Mark Markaryan
Journey is dual-licensed to support individuals and small teams while ensuring that commercial use contributes to its ongoing development.

0. TL;DR (Informal Summary)
Journey is free to use for your project, if your Entity generates less than $10k/month in total revenue.
For all other uses, please purchase a build key: https://gojourney.dev.

1. Definitions
	"Journey" refers to the software package named journey, including all code, documentation, and related materials.
	"Use" means installing, copying, modifying, or executing Journey.
	"Commercial Use" means any use of Journey in connection with a product, service, or business activity intended for or resulting in commercial advantage or monetary compensation.
	"Entity" means any company, organization, or group of individuals working together in a coordinated business capacity, including all subsidiaries, parent companies, and affiliates under common control (directly or indirectly owning 50% or more voting interest).
	"Project" means a distinct software application, service, or system that incorporates Journey, whether for internal operations, customer-facing services, or any other business purpose.


2. Grant of License (Permitted Use)
You may use Journey freely if your Entity generates less than $10,000 USD in total monthly revenue.
For Entities generating at least $10,000 USD in total monthly revenue, each Project using Journey requires a separate commercial build key. Please purchase a build key: https://gojourney.dev

3. Commercial License Required
If your Entity generates at least $10,000 USD in total monthly revenue, you must obtain a separate commercial build key for each Project that uses Journey.
This includes internal business applications such as employee tools, operational systems, data processing applications, and administrative systems.
To purchase a commercial build key, please visit: https://gojourney.dev
If you believe your use of Journey requires a commercial license, you may continue using it for up to 30 days while you evaluate licensing terms, without a build key or with a free "Small Project" build key. Continued use beyond this period without a valid commercial build key may violate this agreement.

4. Restrictions
	You may not sublicense, redistribute, or repackage Journey (modified or unmodified) as part of a paid product, developer tool, or commercial service without a commercial license.
	You may not remove or alter licensing notices or attribution in the source code.


5. Warranty Disclaimer
JOURNEY IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE, AND NONINFRINGEMENT.
IN NO EVENT SHALL THE AUTHOR OR COPYRIGHT HOLDER BE LIABLE FOR ANY CLAIM, DAMAGES, OR OTHER LIABILITY ARISING FROM THE USE OF JOURNEY.

6. Not Open Source (OSI)
This license does not comply with the Open Source Definition as defined by the Open Source Initiative. Journey is source-available software.

7. Governing Law
This license shall be governed by and construed in accordance with the laws of the State of Washington, USA, without regard to conflict of law principles.
Any legal action arising from this license shall be brought exclusively in the state or federal courts located in King County, Washington.

– Mark Markaryan
github.com/shipworthy/journey
gojourney.dev
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    Changelog

v0.10.57
	Graph evolution: removing a leaf node no longer requires a new graph version (#330)
	Toolchain: updating to OTP 28.4 and Elixir 1.20.0; loosening :parent to ~> 0.12 or ~> 0.13 and picking up newer packages (#332)
	Documentation: clarifying mutate() docs (#328)

v0.10.56
	mutate() multi-target: mutates: now accepts a list of nodes, so a single mutate() node can mutate multiple target nodes (#325)
	Journey.Tools.computation_state(): now handles archived executions (#324)
	License: updating license metadata to include the SPDX LicenseRef- prefix (#323)
	Dependencies: removing the dependency on :number (reimplemented inline); updating decimal, ecto, ecto_sql, postgrex, and ex_doc (#326)

v0.10.55
	loop() node type: adding a loop() node type, with associated tightening of f_on_save behavior and docs. f_on_save is no longer fired on retries, only when the computation completes with a value or an error. This could be a breaking change if your code relied on being notified of retries. (#316, #322)
	Stable ordering: using a stable order when fetching values and computations in an execution (#318)
	Mermaid diagrams: rendering node types as atoms (#314)
	Livebooks: updating livebooks to reflect changes in Journey.Tools.introspect() (#313)
	README: mentioning modeling of stateful things (#315)
	Test stability: faster, more deterministic tests (#317); hardening the mutate() doctest (#319)
	Dependencies: picking up updated packages — credo, db_connection, decimal, ecto, ex_doc, jason, makeup_erlang, postgrex, telemetry (#320)

v0.10.54
	Journey.Tools.introspect/1: improved rendering of failed computations, now including inputs and error details (#311)
	Livebook examples: adding a livebook illustrating Journey's retries (#310)
	Documentation: setting @doc false for internal modules and functions (#309)

v0.10.53
	Livebook examples: adding livebooks for compute(), mutate(), historian(), tick_once(), tick_recurring(), and archive() nodes (#294, #295, #296, #297, #300, #301, #304, #306); retiring basic.livemd (#299)
	Journey.start/1: documenting Journey.start/1 as the preferred API for starting executions; soft-deprecating Journey.start_execution/1 (old code continues to work without warnings) (#307)
	archive() node type: archive() nodes now have their own underlying :archive node type; existing archive nodes continue to operate unchanged (#305)
	Mermaid diagrams: nodes rendered as inactive when their dependencies aren't met (#303)
	Documentation: defining groups for extras and function docs (#298), tidying docs for mutate() (#292)
	Test stability: more resilient sweeper and conditional-clearing tests (#293, #302)

v0.10.52
	Mermaid diagrams: more robust rendering of compute function names (#289)
	Build key check: adding :inets and :ssl to extra_applications for proper OTP startup (#290)

v0.10.51
	Mermaid diagram improvements: adding Journey.Tools.generate_mermaid_execution/2 for visualizing executions (#285, #287), streamlined colors, shapes, and legend (#286)
	README improvements: streamlining content, better structured links to resources (blogs, examples, references) (#284)

v0.10.50
	f_on_save for input() nodes: input() nodes now support f_on_save callbacks; graph-wide f_on_save is now also invoked when input node values change. This might be a breaking change for some graphs. (#279)
	f_on_save/3 API: adding f_on_save/3 and deprecating f_on_save/2, for a simpler API (#278)
	compute() docs: improving documentation for f_compute (#282)
	Misc updates: docs, deps, Elixir 1.19.5, license verbiage (#280)
	README fix: fixing the name of Sasa Juric's talk (#281)

v0.10.49
	Scheduler: fix max_retries edge condition: fixing an edge condition where max_retries had no effect, test updates (#276)

v0.10.48
	Introspection: computation times: Journey.Tools.introspect/1 output now includes computations' times (#274)
	Garbage collection for old computations: implementing garbage collection for old computations (#273)
	Documentation fix: fixing docs for the archive() node (#272)
	Consistent error handling: various Journey.* functions now raise a consistent ArgumentError when the supplied execution id does not match an existing execution (#271)
	More deterministic OR recompute test: making an OR recompute step more deterministic (#270)
	API ergonomics: allow Journey.get(execution_id, ...), Journey.values() and values_all() to also accept execution id (#268, #269)
	Idempotent nil re-set: making re-setting nil value idempotent, just like any other value (#267)

v0.10.47
	Assorted scheduler refinements: scoping retry counter to current cycle (#264); quieted sweeper "no work" logging, log config on startup, test coverage (#265)

v0.10.46
	tick_recurring: improvements: better reliability and precision (#260, #262)
	Trim steady state logs from sweepers: reducing log noise by suppressing sweeper logs when no work is being done (#259)
	Test stability improvements: improving scheduler and schedule invalidation test stability (#258, #261)

v0.10.45
	Scheduler: skip loading inactive computations: important optimization for executions with a long history of computations (#256)
	Journey.Tools: harden introspection for orphaned nodes: introspection functions now handle computation nodes that no longer exist in the graph (#255)
	Journey.set() deterministic return value: Journey.set/3 now returns a deterministic execution from before kicking off downstream computations (#254)
	Scheduler: prevent duplicate computation scheduling: closing a window that allowed occasional mis-scheduling of duplicate computations (#251)
	Test stability and isolation improvements: various tests updated to use deterministic waits and better isolation (#249, #250, #252)
	Dependency updates: picking up updated libraries, addressing Elixir warnings, updating ex_doc to 0.40.1 (#247, #248)

v0.10.44
	Test stability updates: using deterministic Journey.get(..., wait: {:newer_than, prev_revision}) in various tests to make them deterministic / stable (#244, #245)
	Preserve Historian node value across invalidations: :historian nodes are accumulators, and should keep their value even when their upstream dependencies are not satisfied (#242, #243)

v0.10.43
	A Minor License text update: updating the year to 2026 (9b2001f).

v0.10.42
	better DevEx: validate node options: this helps to avoid typos and misspellings in graph definitions (#238)
	adding heartbeats for monitoring computations of self-computing nodes: this allows for faster detection and more robust handling of abandoned computations (#237)
	ops tooling: Journey.Tools.abandon_computation/1: adding Journey.Tools.abandon_computation/1 for abandoning a computation (#236)
	refactor/simplification: refactoring Journey.Executions into smaller more focused submodules, adding GEMINI.md (#235)
	singleton executions: implementing singleton executions, with singleton: true param to Journey.new_graph/2 graph attribute and Journey.find_or_start/1 (#234)

v0.10.41
	documentation updates: updating links and verbiage to reference the new repo (https://github.com/shipworthy), updating package description. (#229, #230, #231)

v0.10.40
	refinements: adding jason as an explicit dependency, renaming the UselessMachine example to Journey.Examples.UselessMachine. (#226, #227)

v0.10.39
	API Ergonomics Improvements: renaming Journey.Tools.summarize_as_text/1 -> Journey.Tools.introspect/1, renaming Journey.start_execution/1 -> Journey.start/1, adding simple Journey.new_graph(nodes) with auto-generated graph name and revision. (#224)

v0.10.38
	Documentation Updates: 	Journey.get_value/3 is now marked as deprecated in favor of Journey.get/3. The function remains fully functional for backward compatibility. (#219)
	Reorganized and simplified documentation - created new BASIC_CONCEPTS.md with comprehensive examples, refactored README.md for improved clarity and focus on practical use cases. (#220, #221)


	Internal Enhancement: Streamlined license validation logic for improved code maintainability. Added support for configurable license key service URL via JOURNEY_LICENSE_KEY_SERVICE_URL environment variable. (#222)

v0.10.37
	API Naming: Renamed schedule_once/4 to tick_once/4 and schedule_recurring/4 to tick_recurring/4 to better reflect that these nodes emit time-based "ticks" (revisions). The old function names remain available with deprecation warnings for backward compatibility. Both old and new internal type atoms (:schedule_once, :tick_once, :schedule_recurring, :tick_recurring) are supported for zero-downtime deployments.
	New API: Journey.count_executions/1 - Returns the count of executions matching specified criteria using database-level counting (SQL COUNT) without loading records into memory. Supports the same filtering capabilities as list_executions/1. (#217)
	Enhanced Filtering: Journey.list_executions/1 now supports :is_set and :is_not_set filter operators to check whether a node has been set, regardless of its value. (#214, #215)
	Error Handling, logging: Journey.Tools functions (computation_state/2, computation_status_as_text/2, summarize_as_data/1) now raise ArgumentError with clear messages when execution is not found. Extra logging in scheduler for better debuggability. (#216, #211)
	Elixir 1.19 Support: Updates for Elixir 1.19 compatibility: compiler warning fixes, CI updates. (#212, #216)

v0.10.36
	mutate() nodes: now accept update_revision_on_change: true option, to have the mutated node trigger downstream computations (idempotent behavior matching Journey.set/3). (#207)
	compute() nodes do not trigger downstream computations if the newly computed value is unchanged (idempotent behavior, matching Journey.set/3). (#208)
	schedule_recurring() nodes: recompute when upstream dependencies change, adding new semantics for pausing recurring scheduling (node's f_compute returning {:ok, 0}). (#203, #204)
	relaxing ex_doc version constraint to include 0.39. (#205)

v0.10.33 - v0.10.35
	Metadata support: Journey.set/3 now accepts metadata: %{...} option for tracking additional context.
	Multinodal nodes: Added f_compute/2 for multi-input compute nodes and enhanced historian() for tracking node changes (EXPERIMENTAL).
	Journey.get/3: New function returning both value and revision (soft-deprecates get_value/3).
	Journey.new_graph/4: Added optional execution_id_prefix: "..." parameter for easier troubleshooting.
	Journey.values/2: Added include_unset_as_nil: true option.
	Journey.get_value/3: Enhanced with more ergonomic wait: and timeout: options, added wait_for_revision:, superseded by Journey.get/3.
	Fully implemented reactive behavior for :or recomputations.
	schedule_once/3 nodes now recompute on new upstream revisions.

v0.10.32
	Graph validation: Journey.new_graph/4 to explicitly check for circular dependencies.
	Journey.list_executions/1's filter_by: param to handle :contains, :icontains, :list_contains.
	Renamed Journey.set_value() to Journey.set/2 / Journey.set/3 and Journey.unset_value() to Journey.unset/2, added support for atomically setting multiple values.
	Documentation updates (graph migration notes, modules and functions summary, tidier license text).

v0.10.31
	Expanding possible versions of ecto and ecto_sql to include 3.13, in addition to 3.12.
	Hardening handling of computations that didn't complete due to various conditions (infrastructure reboots, crashes, redeployments, failures).
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This module is the entry point for the Journey library. It provides functions for creating and managing computation graphs, starting and managing executions, and retrieving values from executions.
Here is a quick example of how to use the library, illustrating the basic concepts of defining a graph, starting an execution of the graph, and setting input values and getting computed values.
iex> # 1. Define a graph capturing the data and the logic of the application -
iex> #    the nodes, their dependencies, and their computations:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "horoscope workflow - module doctest",
...>       "v1.0.0",
...>       [
...>         input(:first_name),
...>         input(:birth_day),
...>         input(:birth_month),
...>         compute(
...>           :zodiac_sign,
...>           # Depends on user-supplied data:
...>           [:birth_month, :birth_day],
...>           # Computes itself, once the dependencies are satisfied:
...>           fn %{birth_month: _birth_month, birth_day: _birth_day} ->
...>             {:ok, "Taurus"}
...>           end
...>         ),
...>         compute(
...>           :horoscope,
...>           # Computes itself once :first_name and :zodiac_sign are in place:
...>           [:first_name, :zodiac_sign],
...>           fn %{first_name: name, zodiac_sign: zodiac_sign} ->
...>             {:ok, "🍪s await, #{zodiac_sign} #{name}!"}
...>           end
...>         )
...>       ]
...>     )
iex>
iex> # 2. For every customer visiting your website, start a new execution of the graph:
iex> e = Journey.start(graph)
iex>
iex> # 3. Populate the execution's nodes with the data as provided by the visitor:
iex> e = Journey.set(e, :birth_day, 26)
iex>
iex> # As a side note: if the user leaves and comes back later or if everything crashes,
iex> # you can always reload the execution using its id:
iex> e = Journey.load(e.id)
iex>
iex> # Continuing, as if nothing happened:
iex> e = Journey.set(e, :birth_month, "April")
iex>
iex> # 4. Now that we have :birth_month and :birth_day, :zodiac_sign will compute itself:
iex> {:ok, "Taurus", _revision} = Journey.get(e, :zodiac_sign, wait: :any)
iex> Journey.values(e) |> redact([:execution_id, :last_updated_at])
%{birth_day: 26, birth_month: "April", zodiac_sign: "Taurus", execution_id: "...", last_updated_at: 1234567890}
iex>
iex> # 5. Once we get :first_name, the :horoscope node will compute itself:
iex> e = Journey.set(e, :first_name, "Mario")
iex> {:ok, "🍪s await, Taurus Mario!", 7} = Journey.get(e, :horoscope, wait: :any)
iex>
iex> Journey.values(e) |> redact([:execution_id, :last_updated_at])
%{birth_day: 26, birth_month: "April", first_name: "Mario", horoscope: "🍪s await, Taurus Mario!", zodiac_sign: "Taurus", execution_id: "...", last_updated_at: 1234567890}
iex>
iex> # 6. and we can always list executions.
iex> this_execution = Journey.list_executions(graph_name: "horoscope workflow - module doctest", order_by_execution_fields: [:inserted_at]) |> Enum.reverse() |> hd
iex> e.id == this_execution.id
true
f_on_save callbacks
f_on_save is an optional callback for observing node value changes. Two
levels are supported, both following the same contract:
	Graph-wide: Journey.new_graph(name, version, nodes, f_on_save: fn ... end)
fires for every node value change in the graph (inputs and steady-state nodes).
	Node-scoped: each Journey.Node function (input/2, compute/4,
mutate/4, archive/3, historian/3, tick_once/4, tick_recurring/4,
loop/4) accepts f_on_save: in its options.

When both are defined, the node-scoped callback is dispatched first, but
both run as independent Tasks and may complete in any order.
The callback receives (execution_id, node_name, result) and runs
asynchronously in a separate Task. Exceptions raised inside the callback
are caught and logged but do not affect the computation's state or
downstream propagation.
result is one of:
	{:ok, value} — success (the values table was written). The shape of
value depends on the node type; see each node's docs.
	{:error, reason} — retries exhausted. reason is the last f_compute
error, or "Unexpected value: '<inspected>'" if f_compute returned a
non-{:ok, _}/{:error, _} shape (inspected/truncated).
	{:error, "timeout"} — :abandon_after_seconds timeout, after retries
exhausted.

Default: not invoked per-attempt, nor for idempotent no-change re-runs
(when the new value equals the existing value). Exceptions:
	loop/4 extends this — also not invoked per-iteration, nor for
transient iteration errors that get retried.
	input/2 only ever fires with {:ok, value} (inputs don't have an
error path).
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        Creates a new computation graph with the given name, version, and node definitions.
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    Execution Lifecycle
  


    
      
        archive(execution_id)

      


        Archives an execution, making it invisible and stopping all background processing.



    


    
      
        count_executions(options \\ [])

      


        Returns the count of executions matching the specified criteria.



    


    
      
        find_or_start(graph)

      


        Returns an existing execution for a singleton graph, or creates a new one if none exists.



    


    
      
        history(execution_id)

      


        Returns the chronological history of all successful computations and set values for an execution.



    


    
      
        list_executions(options \\ [])

      


        Queries and retrieves multiple executions from the database with flexible filtering, sorting, and pagination.



    


    
      
        load(execution_id, opts \\ [])

      


        Reloads the current state of an execution from the database to get the latest changes.



    


    
      
        start(graph)

      


        Starts a new execution instance of a computation graph, initializing it to accept input values and perform computations.



    


    
      
        unarchive(execution_id)

      


        Un-archives the supplied execution, if it is archived.



    





  
    Value Operations
  


    
      
        get(execution, node_name, opts \\ [])

      


        Returns the value and revision of a node in an execution. Optionally waits for the value to be set.



    


    
      
        set(execution_or_id, node_name_or_map, value_or_opts \\ [], opts \\ [])

      


        Sets values for input nodes in an execution and triggers recomputation of dependent nodes.



    


    
      
        unset(execution_id, node_name)

      


        Removes values from input nodes in an execution and invalidates all dependent computed nodes.



    





  
    Data Retrieval
  


    
      
        values(execution, opts \\ [])

      


        Returns a map of node values in an execution.



    


    
      
        values_all(execution, opts \\ [])

      


        Returns a map of all nodes in an execution with their current status, including unset nodes.
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        get_value(execution, node_name, opts \\ [])

      


          Deprecated, use Journey.get/3 instead"



    


    
      
        set_value(execution_id, values_map)

          deprecated

      


    


    
      
        set_value(execution_id, node_name, value)

          deprecated

      


    


    
      
        start_execution(graph)

      


        Use start/1 instead.



    


    
      
        unset_value(execution_id, node_name)

          deprecated
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Creates a new computation graph with the given name, version, and node definitions.
Arities
	new_graph(nodes) - Auto-generates name and uses default version "v1.0"
	new_graph(nodes, opts) - Auto-generates name with options
	new_graph(name, nodes) - Explicit name, default version
	new_graph(name, nodes, opts) - Explicit name with options
	new_graph(name, version, nodes) - Full specification
	new_graph(name, version, nodes, opts) - Full specification with
options

This is the foundational function for defining Journey graphs. It creates a validated
graph structure that can be used to start executions with start/1. The graph
defines the data flow, dependencies, and computations for your application workflow.
Quick Example
import Journey.Node
graph = Journey.new_graph(
  "user onboarding",
  "v1.0.0",
  [
    input(:email),
    compute(:welcome_message, [:email], fn %{email: email} ->
      {:ok, "Welcome #{email}!"}
    end)
  ]
)
execution = Journey.start(graph)
Use start/1 to create executions and set/3 to populate input values.
Parameters
	name - String identifying the graph (e.g., "user registration workflow")
	version - String version identifier following semantic versioning (e.g., "v1.0.0")
	nodes - List of node definitions created with Journey.Node functions (input/1, compute/4, etc.)
	opts - Optional keyword list of options:	:f_on_save - Graph-wide callback fired for every node value change in
the graph. Called after any node-scoped :f_on_save. See the
f_on_save callbacks section for the
shared contract.
	:execution_id_prefix - Custom prefix for execution IDs created from this graph.
Will be normalized to uppercase. Defaults to "EXEC" if not specified.
Example: "mygraph" becomes "MYGRAPH1A2B3D4E5G6H7J8L9M"
	:singleton - When true, only one non-archived execution can exist for this graph.
Defaults to false.
	:keep_latest_completed_computations - Graph-wide default for computation retention.
Sets the maximum number of most-recent successful computations to keep per node.
Older computations beyond this window are automatically deleted after each successful
completion, with the exception of the 10 oldest computations which are always preserved.
nil (default) means no cleanup. Can be overridden per-node. Example: keep_latest_completed_computations: 200



Returns
	%Journey.Graph{} struct representing the validated and registered computation graph

Errors
	Raises RuntimeError if graph validation fails (e.g., circular dependencies, unknown node references)
	Raises ArgumentError if parameters have invalid types or empty node list
	Raises KeywordValidator.Error if options are invalid

Key Behaviors
	Validation - Automatically validates graph structure for cycles, dependency correctness
	Registration - Registers graph in catalog for execution tracking and reloading
	Immutable - Graph definition is immutable once created; create new versions for changes
	Node types - Supports input, compute, mutate, tick_once, and tick_recurring nodes

Examples
Basic workflow with input and computation:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "greeting workflow",
...>   "v1.0.0",
...>   [
...>     input(:name),
...>     compute(:greeting, [:name], fn %{name: name} -> {:ok, "Hello, #{name}!"} end)
...>   ]
...> )
iex> graph.name
"greeting workflow"
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :name, "Alice")
iex> {:ok, "Hello, Alice!", 3} = Journey.get(execution, :greeting, wait: :any)
Graph with a graph-wide f_on_save callback:
iex> import Journey.Node
iex> _graph = Journey.new_graph(
...>   "notification workflow",
...>   "v1.0.0",
...>   [
...>     input(:user_id),
...>     compute(:fetch_user, [:user_id], fn %{user_id: id} ->
...>       {:ok, %{id: id, name: "User #{id}"}}
...>     end),
...>     compute(:send_email, [:fetch_user], fn %{fetch_user: user} ->
...>       {:ok, "Email sent to #{user.name}"}
...>     end)
...>   ],
...>   f_on_save: fn _execution_id, node_name, result ->
...>     # This will be called for both :fetch_user and :send_email computations
...>     IO.puts("Node #{node_name} completed with result: #{inspect(result)}")
...>     :ok
...>   end
...> )
Complex workflow with conditional dependencies:
iex> import Journey.Node
iex> import Journey.Node.Conditions
iex> import Journey.Node.UpstreamDependencies
iex> graph = Journey.new_graph(
...>       "horoscope workflow",
...>       "v1.0.0",
...>       [
...>         input(:first_name),
...>         input(:birth_day),
...>         input(:birth_month),
...>         compute(
...>           :zodiac_sign,
...>           [:birth_month, :birth_day],
...>           fn %{birth_month: _birth_month, birth_day: _birth_day} ->
...>             {:ok, "Taurus"}
...>           end
...>         ),
...>         compute(
...>           :horoscope,
...>           unblocked_when({
...>             :and,
...>             [
...>               {:first_name, &provided?/1},
...>               {:zodiac_sign, &provided?/1}
...>             ]
...>           }),
...>           fn %{first_name: name, zodiac_sign: zodiac_sign} ->
...>             {:ok, "🍪s await, #{zodiac_sign} #{name}!"}
...>           end
...>         )
...>       ]
...>     )
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :birth_day, 15)
iex> execution = Journey.set(execution, :birth_month, "May")
iex> {:ok, "Taurus", _revision} = Journey.get(execution, :zodiac_sign, wait: :any)
iex> execution = Journey.set(execution, :first_name, "Bob")
iex> {:ok, "🍪s await, Taurus Bob!", 7} = Journey.get(execution, :horoscope, wait: :any)
Multiple node types in a workflow:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "data processing workflow",
...>   "v2.1.0",
...>   [
...>     input(:raw_data),
...>     compute(:upper_case, [:raw_data], fn %{raw_data: data} ->
...>       {:ok, String.upcase(data)}
...>     end),
...>     compute(:suffix, [:upper_case], fn %{upper_case: data} ->
...>       {:ok, "#{data} omg yay"}
...>     end)
...>   ]
...> )
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :raw_data, "hello world")
iex> {:ok, "HELLO WORLD", 3} = Journey.get(execution, :upper_case, wait: :any)
iex> {:ok, "HELLO WORLD omg yay", 5} = Journey.get(execution, :suffix, wait: :any)
Custom execution ID prefix for easier debugging:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "user onboarding",
...>   "v1.0.0",
...>   [
...>     input(:email),
...>     compute(:welcome_message, [:email], fn %{email: email} ->
...>       {:ok, "Welcome #{email}!"}
...>     end)
...>   ],
...>   execution_id_prefix: "onboard"
...> )
iex> execution = Journey.start(graph)
iex> String.starts_with?(execution.id, "ONBOARD")
true
iex> execution = Journey.set(execution, :email, "user@example.com")
iex> {:ok, "Welcome user@example.com!", 3} = Journey.get(execution, :welcome_message, wait: :any)
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Archives an execution, making it invisible and stopping all background processing.
Archiving permanently (*) freezes an execution by marking it with an archived timestamp.
This removes it from normal visibility and excludes it from all scheduler processing,
while preserving the data for potential future access.
*) an execution can be unarchived by calling unarchive/1
Quick Example
archived_at = Journey.archive(execution)
Journey.load(execution)  # Returns nil (hidden)
Journey.load(execution, include_archived: true)  # Can still access
Use unarchive/1 to reverse archiving and list_executions/1 with :include_archived to find archived executions.
Parameters
	execution - A %Journey.Persistence.Schema.Execution{} struct or execution ID string

Returns
	Integer timestamp (Unix epoch seconds) when the execution was archived

Errors
	Raises if the supplied execution ID does not correspond to an existing execution

Key Behaviors
	Scheduler exclusion - Archived executions are excluded from all background sweeps and processing
	Hidden by default - Not returned by list_executions/1 or load/2 unless explicitly included
	Idempotent - Archiving an already archived execution returns the existing timestamp
	Reversible - Use unarchive/1 to restore normal visibility and processing

Examples
Basic archiving workflow:
iex> import Journey.Node
iex> graph = Journey.new_graph("archive example", "v1.0.0", [input(:data)])
iex> execution = Journey.start(graph)
iex> execution.archived_at
nil
iex> archived_at = Journey.archive(execution)
iex> is_integer(archived_at)
true
iex> Journey.load(execution)
nil
iex> Journey.load(execution, include_archived: true) != nil
true
Idempotent behavior:
iex> import Journey.Node
iex> graph = Journey.new_graph("archive idempotent", "v1.0.0", [input(:data)])
iex> execution = Journey.start(graph)
iex> first_archive = Journey.archive(execution)
iex> second_archive = Journey.archive(execution)
iex> first_archive == second_archive
true
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Returns the count of executions matching the specified criteria.
This function uses database-level counting, and does not load the execution records into memory.
This function provides the same filtering capabilities as list_executions/1 but returns only
the count of matching executions instead of loading the full execution records.
Quick Example
# Count all executions for a specific graph
count = Journey.count_executions(graph_name: "user_onboarding")

# Count executions where age > 18
adults_count = Journey.count_executions(
  graph_name: "user_registration",
  filter_by: [{:age, :gt, 18}]
)
Parameters
  Please see list_executions/1 for details on these parameters.
	options - Keyword list of query options (all optional):	:graph_name - String name of a specific graph to filter by
	:graph_version - String version of a specific graph to filter by (requires :graph_name)
	:filter_by - List of node value filters (see list_executions/1 for details)
	:include_archived - Whether to include archived executions (default: false)



Note: :sort_by, :limit, and :offset are not supported for counting.
Returns
	Non-negative integer representing the count of matching executions

Key Behaviors
	Database-level counting - Uses SQL COUNT() for optimal performance
	No record loading - Never loads execution records, values, or computations
	Same filtering - Supports all the same filters as list_executions/1
	Archived handling - Excludes archived executions by default

Examples
Basic counting by graph name:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "count example - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:status)]
...> )
iex> Journey.start(graph) |> Journey.set(:status, "active")
iex> Journey.start(graph) |> Journey.set(:status, "pending")
iex> Journey.start(graph) |> Journey.set(:status, "active")
iex> Journey.count_executions(graph_name: graph.name)
3
Counting with filters:
iex> graph = Journey.Examples.Horoscope.graph()
iex> for day <- 1..20, do: Journey.start(graph) |> Journey.set(:birth_day, day) |> Journey.set(:birth_month, 4)
iex> Journey.count_executions(graph_name: graph.name, filter_by: [{:birth_day, :lte, 5}])
5
iex> Journey.count_executions(graph_name: graph.name, filter_by: [{:birth_day, :gt, 10}])
10
iex> Journey.count_executions(graph_name: graph.name, filter_by: [{:birth_day, :in, [5, 10, 15]}])
3
Counting with multiple filters:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "multi-filter count - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:age), input(:status)]
...> )
iex> Journey.start(graph) |> Journey.set(:age, 25) |> Journey.set(:status, "active")
iex> Journey.start(graph) |> Journey.set(:age, 17) |> Journey.set(:status, "active")
iex> Journey.start(graph) |> Journey.set(:age, 30) |> Journey.set(:status, "inactive")
iex> Journey.count_executions(
...>   graph_name: graph.name,
...>   filter_by: [{:age, :gte, 18}, {:status, :eq, "active"}]
...> )
1
Including archived executions:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "archived count - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:data)]
...> )
iex> e1 = Journey.start(graph)
iex> _e2 = Journey.start(graph)
iex> Journey.archive(e1)
iex> Journey.count_executions(graph_name: graph.name)
1
iex> Journey.count_executions(graph_name: graph.name, include_archived: true)
2
Pagination example (combining count and list):
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "pagination - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:index)]
...> )
iex> for i <- 1..25, do: Journey.start(graph) |> Journey.set(:index, i)
iex> total = Journey.count_executions(graph_name: graph.name)
iex> page_size = 10
iex> total_pages = div(total + page_size - 1, page_size)
iex> total_pages
3
iex> page_1 = Journey.list_executions(graph_name: graph.name, limit: page_size, offset: 0)
iex> length(page_1)
10
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Returns an existing execution for a singleton graph, or creates a new one if none exists.
This function implements the singleton pattern for executions, ensuring that only one
non-archived execution exists per graph name. Useful for workflows that represent
a single global process rather than per-user or per-request workflows.
Uses PostgreSQL advisory locks to prevent race conditions when multiple processes
attempt to access the singleton execution simultaneously.
Quick Example
graph = Journey.new_graph(
  "global config",
  "v1.0.0",
  [input(:setting_a), input(:setting_b)],
  singleton: true
)

# First call creates the execution
execution1 = Journey.find_or_start(graph)

# Subsequent calls return the same execution
execution2 = Journey.find_or_start(graph)
execution1.id == execution2.id  # true
Parameters
	graph - A %Journey.Graph{} struct created with new_graph/3 and singleton: true

Returns
	%Journey.Persistence.Schema.Execution{} - The singleton execution for this graph

Key Behaviors
	Singleton per graph name - Only one non-archived execution per graph name
	Race-condition safe - Uses PostgreSQL advisory locks for concurrent access
	Excludes archived - Archived executions are not considered; archiving allows a new singleton
	Version independent - Matches by graph name only, not version

Examples
Basic singleton usage:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "singleton test - aGH7YaA0vAZL1780908257678911",
...>   "v1.0.0",
...>   [input(:value)],
...>   singleton: true
...> )
iex> e1 = Journey.find_or_start(graph)
iex> e2 = Journey.find_or_start(graph)
iex> e1.id == e2.id
true
State is preserved across calls:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "state test - Z3J9Ml3JRJmG1780908257678918",
...>   "v1.0.0",
...>   [input(:counter)],
...>   singleton: true
...> )
iex> e1 = Journey.find_or_start(graph)
iex> Journey.set(e1, :counter, 42)
iex> e2 = Journey.find_or_start(graph)
iex> {:ok, 42, _} = Journey.get(e2, :counter)
Concurrent access returns the same execution:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "concurrent test - AeMd4yxv8j551780908257678924",
...>   "v1.0.0",
...>   [input(:data)],
...>   singleton: true
...> )
iex> tasks = for _ <- 1..5, do: Task.async(fn -> Journey.find_or_start(graph) end)
iex> executions = Task.await_many(tasks)
iex> executions |> Enum.map(fn e -> e.id end) |> Enum.uniq() |> length()
1
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Returns the chronological history of all successful computations and set values for an execution.
This function provides visibility into the order of operations during execution, showing both
value sets and successful computations in chronological order. Only successful computations
are included; failed computations are filtered out. At the same revision, computations appear
before values.
Quick Example
history = Journey.history(execution)
# [%{node_name: :x, computation_or_value: :value, revision: 1},
#  %{node_name: :sum, computation_or_value: :computation, revision: 2}, ...]
Use values/2 to see only current values, or set/3 and get_value/3 for individual operations.
Parameters
	execution - A %Journey.Persistence.Schema.Execution{} struct or execution ID string

Errors
	Raises if the supplied execution ID does not correspond to an existing execution

Returns
	List of maps sorted by revision, where each map contains:	:computation_or_value - either :computation or :value
	:node_name - the name of the node
	:node_type - the type of the node (:input, :compute, :mutate, etc.)
	:revision - the execution revision when this operation completed
	:value - the actual value (only present for :value entries)



Examples
Basic usage showing value sets and computation:
iex> import Journey.Node
iex> graph = Journey.new_graph("history example", "v1.0.0", [
...>   input(:x),
...>   input(:y),
...>   compute(:sum, [:x, :y], fn %{x: x, y: y} -> {:ok, x + y} end)
...> ])
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :x, 10)
iex> execution = Journey.set(execution, :y, 20)
iex> {:ok, 30, _revision} = Journey.get(execution, :sum, wait: :any)
iex> Journey.history(execution) |> Enum.map(fn entry ->
...>   case entry.node_name do
...>     :execution_id -> %{entry | value: "..."}
...>     :last_updated_at -> %{entry | value: 1234567890}
...>     _ -> entry
...>   end
...> end)
[
  %{node_name: :execution_id, node_type: :input, computation_or_value: :value, value: "...", revision: 0},
  %{node_name: :x, node_type: :input, computation_or_value: :value, value: 10, revision: 1},
  %{node_name: :y, node_type: :input, computation_or_value: :value, value: 20, revision: 2},
  %{node_name: :sum, node_type: :compute, computation_or_value: :computation, revision: 4},
  %{node_name: :last_updated_at, node_type: :input, computation_or_value: :value, value: 1234567890, revision: 4},
  %{node_name: :sum, node_type: :compute, computation_or_value: :value, value: 30, revision: 4}
]
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Queries and retrieves multiple executions from the database with flexible filtering, sorting, and pagination.
This function enables searching across all executions in your system, with powerful filtering
capabilities based on graph names, node values, and execution metadata. It's essential for
monitoring workflows, building dashboards, and analyzing execution patterns.
Quick Example
# List all executions for a specific graph
executions = Journey.list_executions(graph_name: "user_onboarding")

# List executions for a specific graph version
v1_executions = Journey.list_executions(
  graph_name: "user_onboarding",
  graph_version: "v1.0.0"
)

# Find executions where age > 18
adults = Journey.list_executions(
  graph_name: "user_registration",
  filter_by: [{:age, :gt, 18}]
)
Use with start/1 to create executions and load/2 to get individual execution details.
Parameters
	options - Keyword list of query options (all optional):
	:graph_name - String name of a specific graph to filter by

	:graph_version - String version of a specific graph to filter by (requires :graph_name)

	:sort_by - List of fields to sort by, including both execution fields and node values (see Sorting section for details)

	:filter_by - List of node value filters using database-level filtering for optimal performance.
Each filter is a tuple {node_name, binary_operator, value} or {node_name, unary_operator}.
Binary Operators (require a comparison value):
	comparisons: :eq, :neq, :lt, :lte, :gt, :gte
	membership: :in, :not_in, :contains (case-sensitive substring matching, strings only), :icontains (case-insensitive substring matching, strings only), :list_contains (checks if a list-valued node contains the specified string or integer element)

Unary Operators (no comparison value):
	whether node was set: :is_set, :is_not_set

For binary operators, values can be strings, numbers, booleans, nil or lists (used with :in and :not_in).
Complex values (maps, tuples, functions) will raise an ArgumentError.

	:limit - Maximum number of results (default: 10,000)

	:offset - Number of results to skip for pagination (default: 0)

	:include_archived - Whether to include archived executions (default: false)




Returns
	List of %Journey.Persistence.Schema.Execution{} structs with preloaded values and computations
	Empty list [] if no executions match the criteria

Options
:sort_by
Sort by execution fields or node values. Supports atoms for ascending ([:updated_at]),
keywords for direction ([updated_at: :desc]), and mixed formats ([:graph_name, inserted_at: :desc]).
Available fields:
	Execution fields: :inserted_at, :updated_at, :revision, :graph_name, :graph_version
	Node values: Any node name from the graph (e.g., :age, :score) using JSONB ordering
	Direction: :asc (default) or :desc

Key Behaviors
	Filtering performed at database level for optimal performance
	Only primitive values supported for filtering (complex types raise errors)
	Archived executions excluded by default

Examples
Basic listing by graph name:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "list example basic - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:status)]
...> )
iex> Journey.start(graph) |> Journey.set(:status, "active")
iex> Journey.start(graph) |> Journey.set(:status, "pending")
iex> executions = Journey.list_executions(graph_name: graph.name)
iex> length(executions)
2
Filtering by graph version:
iex> import Journey.Node
iex> graph_name = "version example JL55T0zLj8Ag1780908257678530"
iex> graph_v1 = Journey.new_graph(
...>   graph_name,
...>   "v1.0.0",
...>   [input(:data)]
...> )
iex> graph_v2 = Journey.new_graph(
...>   graph_name,
...>   "v2.0.0",
...>   [input(:data), input(:new_field)]
...> )
iex> Journey.start(graph_v1) |> Journey.set(:data, "v1 data")
iex> Journey.start(graph_v2) |> Journey.set(:data, "v2 data")
iex> Journey.list_executions(graph_name: graph_v1.name, graph_version: "v1.0.0") |> length()
1
iex> Journey.list_executions(graph_name: graph_v1.name, graph_version: "v2.0.0") |> length()
1
iex> Journey.list_executions(graph_name: graph_v1.name) |> length()
2
Validation that graph_version requires graph_name:
iex> Journey.list_executions(graph_version: "v1.0.0")
** (ArgumentError) Option :graph_version requires :graph_name to be specified
Sorting by execution fields and node values:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "sort example - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:priority)]
...> )
iex> Journey.start(graph) |> Journey.set(:priority, "high")
iex> Journey.start(graph) |> Journey.set(:priority, "low")
iex> Journey.start(graph) |> Journey.set(:priority, "medium")
iex> # Sort by priority descending - shows the actual sorted values
iex> Journey.list_executions(graph_name: graph.name, sort_by: [priority: :desc]) |> Enum.map(fn e -> Journey.values(e) |> Map.get(:priority) end)
["medium", "low", "high"]
Filtering with multiple operators:
iex> graph = Journey.Examples.Horoscope.graph()
iex> for day <- 1..20, do: Journey.start(graph) |> Journey.set(:birth_day, day) |> Journey.set(:birth_month, 4) |> Journey.set(:first_name, "Mario")
iex> # Various filtering examples
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:birth_day, :eq, 10}]) |> Enum.count()
1
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:birth_day, :neq, 10}]) |> Enum.count()
19
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:birth_day, :lte, 5}]) |> Enum.count()
5
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:birth_day, :in, [5, 10, 15]}]) |> Enum.count()
3
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:first_name, :is_set}]) |> Enum.count()
20
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:first_name, :contains, "ari"}]) |> Enum.count()
20
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:first_name, :icontains, "MARIO"}]) |> Enum.count()
20
List containment filtering with :list_contains:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "notification example - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:recipients)]
...> )
iex> Journey.start(graph) |> Journey.set(:recipients, ["user1", "user2", "admin"])
iex> Journey.start(graph) |> Journey.set(:recipients, ["user3", "user4"])
iex> Journey.start(graph) |> Journey.set(:recipients, [1, 2, 3])
iex> # Find executions where recipients list contains "user1"
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:recipients, :list_contains, "user1"}]) |> Enum.count()
1
iex> # Find executions where recipients list contains integer 2
iex> Journey.list_executions(graph_name: graph.name, filter_by: [{:recipients, :list_contains, 2}]) |> Enum.count()
1
Multiple filters, sorting, and pagination:
iex> graph = Journey.Examples.Horoscope.graph()
iex> for day <- 1..20, do: Journey.start(graph) |> Journey.set(:birth_day, day) |> Journey.set(:birth_month, 4) |> Journey.set(:first_name, "Mario")
iex> # Multiple filters combined
iex> Journey.list_executions(
...>   graph_name: graph.name,
...>   filter_by: [{:birth_day, :gt, 10}, {:first_name, :is_set}],
...>   sort_by: [birth_day: :desc],
...>   limit: 5
...> ) |> Enum.count()
5
iex> # Pagination
iex> Journey.list_executions(graph_name: graph.name, limit: 3) |> Enum.count()
3
iex> Journey.list_executions(graph_name: graph.name, limit: 5, offset: 10) |> Enum.count()
5
Including archived executions:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "list example - archived - #{Journey.Helpers.Random.random_string_w_time()}",
...>   "v1.0.0",
...>   [input(:status)]
...> )
iex> e1 = Journey.start(graph)
iex> _e2 = Journey.start(graph)
iex> Journey.archive(e1)
iex> Journey.list_executions(graph_name: graph.name) |> length()
1
iex> Journey.list_executions(graph_name: graph.name, include_archived: true) |> length()
2
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Reloads the current state of an execution from the database to get the latest changes.
Executions can be modified by their background computations, or scheduled events, or other processes setting their values. This function is used to get the latest state of an execution -- as part of normal operations, or when the system starts up, or when the user whose session is being tracked as an execution comes back to the web site and resumes their flow.
Quick Example
execution = Journey.set(execution, :name, "Mario")
execution = Journey.load(execution)  # Get updated state with new revision
{:ok, greeting, _} = Journey.get(execution, :greeting, wait: :any)
Use set/3 and get_value/3 to modify and read execution values.
Parameters
	execution - A %Journey.Persistence.Schema.Execution{} struct or execution ID string
	opts - Keyword list of options (see Options section below)

Returns
	A %Journey.Persistence.Schema.Execution{} struct with current database state, or nil if not found

Options
	:preload - Whether to preload associated nodes and values. Defaults to true.
Set to false for better performance when you only need execution metadata.
	:include_archived - Whether to include archived executions. Defaults to false.
Archived executions are normally hidden but can be loaded with this option.
	:computations - List of computation states to preload. Defaults to all states.
Use [:not_set, :computing] to load only active computations for better performance
on executions with large computation history (e.g., long-running tick_recurring nodes).

Key Behaviors
	Fresh state - Always returns the current state from the database, not cached data
	Revision tracking - Loaded execution will have the latest revision number
	Archived handling - Archived executions return nil unless explicitly included
	Performance option - Use preload: false to skip loading values/computations for speed

Examples
Basic reloading after value changes:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "load example - basic",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         compute(:greeting, [:name], fn %{name: name} -> {:ok, "Hello, #{name}!"} end)
...>       ]
...>     )
iex> execution = Journey.start(graph)
iex> execution.revision
0
iex> execution = Journey.set(execution, :name, "Alice")
iex> execution.revision > 0
true
iex> {:ok, "Hello, Alice!", _} = Journey.get(execution, :greeting, wait: :any)
iex> reloaded = Journey.load(execution)
iex> reloaded.revision >= execution.revision
true
Loading by execution ID:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "load example - by id",
...>       "v1.0.0",
...>       [input(:data)]
...>     )
iex> execution = Journey.start(graph)
iex> execution_id = execution.id
iex> reloaded = Journey.load(execution_id)
iex> reloaded.id == execution_id
true
Performance optimization with preload option:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "load example - no preload",
...>       "v1.0.0",
...>       [input(:data)]
...>     )
iex> execution = Journey.start(graph)
iex> fast_load = Journey.load(execution, preload: false)
iex> fast_load.id == execution.id
true
Handling archived executions:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "load example - archived",
...>       "v1.0.0",
...>       [input(:data)]
...>     )
iex> execution = Journey.start(graph)
iex> Journey.archive(execution)
iex> Journey.load(execution)
nil
iex> Journey.load(execution, include_archived: true) != nil
true
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Starts a new execution instance of a computation graph, initializing it to accept input values and perform computations.
Creates a persistent execution in the database with a unique ID and begins background processing
for any schedulable nodes. The execution starts with revision 0 and no values set.
Quick Example
execution = Journey.start(graph)
execution = Journey.set(execution, :name, "Mario")
{:ok, greeting, _} = Journey.get(execution, :greeting, wait: :any)
Use set/3 to provide input values and get/3 to retrieve computed results.
Parameters
	graph - A validated %Journey.Graph{} struct created with new_graph/3. The graph must
have passed validation during creation and be registered in the graph catalog.

Returns
	A new %Journey.Persistence.Schema.Execution{} struct with:	:id - Unique execution identifier (UUID string)
	:graph_name and :graph_version - From the source graph
	:revision - Always starts at 0, increments with each state change
	:archived_at - Initially nil (not archived)
and other fields.



Key Behaviors
	Database persistence - Execution state is immediately saved to PostgreSQL
	Unique execution - Each call creates a completely independent execution instance
	Background processing - Scheduler automatically begins monitoring for schedulable nodes
	Ready for inputs - Can immediately accept input values via set/3

Singleton Graphs
For graphs created with singleton: true, use find_or_start/1 instead.
Calling start/1 on a singleton graph will raise an ArgumentError.
Examples
Basic execution creation:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "greeting workflow",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         compute(
...>           :greeting,
...>           [:name],
...>           fn %{name: name} -> {:ok, "Hello, #{name}!"} end
...>         )
...>       ]
...>     )
iex> execution = Journey.start(graph)
iex> execution.graph_name
"greeting workflow"
iex> execution.graph_version
"v1.0.0"
iex> execution.revision
0
Execution properties and immediate workflow:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "calculation workflow",
...>       "v1.0.0",
...>       [
...>         input(:x),
...>         input(:y),
...>         compute(:sum, [:x, :y], fn %{x: x, y: y} -> {:ok, x + y} end)
...>       ]
...>     )
iex> execution = Journey.start(graph)
iex> is_binary(execution.id)
true
iex> execution.archived_at
nil
iex> user_values = Journey.values(execution, reload: false) |> Map.drop([:execution_id, :last_updated_at])
iex> user_values
%{}
iex> execution = Journey.set(execution, :x, 10)
iex> execution = Journey.set(execution, :y, 20)
iex> {:ok, 30, _revision} = Journey.get(execution, :sum, wait: :any)
Multiple independent executions:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "counter workflow",
...>       "v1.0.0",
...>       [input(:count)]
...>     )
iex> execution1 = Journey.start(graph)
iex> execution2 = Journey.start(graph)
iex> execution1.id != execution2.id
true
iex> execution1 = Journey.set(execution1, :count, 1)
iex> execution2 = Journey.set(execution2, :count, 2)
iex> {:ok, 1, 1} = Journey.get(execution1, :count)
iex> {:ok, 2, 1} = Journey.get(execution2, :count)
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Un-archives the supplied execution, if it is archived.
Parameters:
	execution or execution_id: The execution to un-archive, or the ID of the execution to un-archive.

Errors
	Raises if the supplied execution ID does not correspond to an existing execution

Returns
	:ok

Examples
  iex> execution =
  ...>    Journey.Examples.Horoscope.graph() |>
  ...>    Journey.start() |>
  ...>    Journey.set(:birth_day, 26)
  iex> _archived_at = Journey.archive(execution)
  iex> # The execution is now archived, and it is no longer visible.
  iex> nil == Journey.load(execution, include_archived: false)
  true
  iex> Journey.unarchive(execution)
  :ok
  iex> # The execution is now un-archived, and it can now be loaded.
  iex> nil == Journey.load(execution, include_archived: false)
  false
  iex> # Un-archiving an un-archived execution has no effect.
  iex> Journey.unarchive(execution)
  :ok
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Returns the value and revision of a node in an execution. Optionally waits for the value to be set.
This function atomically returns both the node value and its revision number, eliminating
race conditions when you need to track which revision of a value you received.
Quick Examples
# Basic usage - get a set value and its revision immediately
{:ok, value, revision} = Journey.get(execution, :name)

# Wait for a computed value to be available (30 second default timeout)
{:ok, result, revision} = Journey.get(execution, :computed_field, wait: :any)

# Wait for a new version of the value with custom timeout
{:ok, new_value, new_revision} = Journey.get(execution, :name, wait: :newer, timeout: 5000)

# Wait for a value newer than a specific revision
{:ok, fresh_value, fresh_revision} = Journey.get(execution, :name, wait: {:newer_than, 10})
Use set/3 to set input values that trigger computations.
Parameters
	execution - A %Journey.Persistence.Schema.Execution{} struct or a binary execution ID
	node_name - Atom representing the node name (must exist in the graph)
	opts - Keyword list of options (see Options section below)

Returns
	{:ok, value, revision} – the value is set, with its revision number
	{:error, :not_set} – the value is not yet set
	{:error, :computation_failed} – the computation permanently failed

Errors
	Raises if the supplied execution ID does not correspond to an existing execution
	Raises RuntimeError if the node name does not exist in the execution's graph
	Raises ArgumentError if an invalid :wait option is provided
	Raises ArgumentError if wait: :newer is used with a binary execution ID

Options
	:wait – Controls waiting behavior:	:immediate (default) – Return immediately without waiting
	:any – Wait until the value is available or timeout
	:newer – Wait for a newer revision than current execution (requires %Execution{} struct)
	{:newer_than, revision} – Wait for value newer than specific revision


	:timeout – Timeout in milliseconds (default: 30,000) or :infinity

Examples
  iex> execution =
  ...>    Journey.Examples.Horoscope.graph() |>
  ...>    Journey.start() |>
  ...>    Journey.set(:birth_day, 26)
  iex> {:ok, 26, _revision} = Journey.get(execution, :birth_day)
  iex> Journey.get(execution, :birth_month)
  {:error, :not_set}
  iex> Journey.get(execution, :astrological_sign)
  {:error, :not_set}
  iex> execution = Journey.set(execution, :birth_month, "April")
  iex> Journey.get(execution, :astrological_sign)
  {:error, :not_set}
  iex> {:ok, "Taurus", _revision} = Journey.get(execution, :astrological_sign, wait: :any)
  iex> Journey.get(execution, :horoscope, wait: :any, timeout: 2_000)
  {:error, :not_set}
  iex> execution = Journey.set(execution, :first_name, "Mario")
  iex> {:ok, "🍪s await, Taurus Mario!", _revision} = Journey.get(execution, :horoscope, wait: :any)
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Sets values for input nodes in an execution and triggers recomputation of dependent nodes.
This function supports three calling patterns:
	Single value: set(execution, :node_name, value)
	Multiple values via map: set(execution, %{node1: value1, node2: value2})
	Multiple values via keyword list: set(execution, node1: value1, node2: value2)

When values are set, Journey automatically recomputes any dependent computed nodes to ensure
consistency across the dependency graph. The operation is idempotent - setting the same values
has no effect.
Parameters
Single value:
	execution - A %Journey.Persistence.Schema.Execution{} struct or execution ID string
	node_name - Atom representing the input node name (must exist in the graph)
	value - The value to set. Supported types: nil, string, number, map, list, boolean. Note that if the map or the list contains atoms, those atoms will be converted to strings.

Multiple values:
	execution - A %Journey.Persistence.Schema.Execution{} struct or execution ID string
	values - Map of node names to values (e.g., %{node1: "value1", node2: 42}) or keyword list (e.g., [node1: "value1", node2: 42])

Options
	metadata: - Optional contextual information to attach to the value(s).
Accepts any JSON-compatible type: nil, string, number, boolean, list, or map.
If using a map, keys must be strings (not atoms) for JSONB storage.
Useful for audit trails, tracking authors, timestamps, IP addresses, or other provenance data.
For bulk operations (map/keyword list), the same metadata applies to all values.
Metadata is stored with the value and flows to historians and compute functions but is not exposed via Journey.get().
Default: nil

Returns
	Updated %Journey.Persistence.Schema.Execution{} struct with incremented revision (if any value changed)

Errors
	Raises if the supplied execution ID does not correspond to an existing execution
	Raises RuntimeError if any node name does not exist in the execution's graph
	Raises RuntimeError if attempting to set compute nodes (only input nodes can be set)

Key Behaviors
	Automatic recomputation - Setting values triggers recomputation of all dependent nodes
	Idempotent - Setting the same values has no effect (no revision increment)
	Input nodes only - Only input nodes can be set; compute nodes are read-only
	Atomic updates - Multiple values are set together in a single transaction (single revision increment)
	Metadata tracking - Optional metadata flows to historians and arity-2 compute functions for audit trails

Quick Examples
# Single value
execution = Journey.set(execution, :name, "Mario")

# Multiple values via map
execution = Journey.set(execution, %{name: "Mario", age: 35})

# Multiple values via keyword list
execution = Journey.set(execution, name: "Mario", age: 35)

{:ok, greeting, _} = Journey.get(execution, :greeting, wait: :any)
Use get_value/3 to retrieve values and unset/2 to remove values.
Examples
Basic setting with cascading recomputation:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "set workflow - cascading example",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         compute(:greeting, [:name], fn %{name: name} -> {:ok, "Hello, #{name}!"} end)
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :name, "Mario")
iex> {:ok, "Hello, Mario!", rev1} = Journey.get(execution, :greeting, wait: :any)
iex> execution = Journey.set(execution, :name, "Luigi")
iex> {:ok, "Hello, Luigi!", _revision} = Journey.get(execution, :greeting, wait: {:newer_than, rev1})
Idempotent behavior - same value doesn't change revision:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "set workflow - idempotent example",
...>       "v1.0.0",
...>       [input(:name)]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :name, "Mario")
iex> first_revision = execution.revision
iex> execution = Journey.set(execution, :name, "Mario")
iex> execution.revision == first_revision
true
Different value types:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "set workflow - value types example",
...>       "v1.0.0",
...>       [input(:number), input(:flag), input(:data)]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :number, 42)
iex> execution = Journey.set(execution, :flag, true)
iex> execution = Journey.set(execution, :data, %{"key" => "value"})
iex> {:ok, 42, _revision} = Journey.get(execution, :number)
iex> {:ok, true, _revision} = Journey.get(execution, :flag)
Using an execution ID:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "set workflow - execution_id example",
...>       "v1.0.0",
...>       [input(:name)]
...>     )
iex> execution = graph |> Journey.start()
iex> updated_execution = Journey.set(execution.id, :name, "Luigi")
iex> {:ok, "Luigi", _revision} = Journey.get(updated_execution, :name)
Multiple values via map (atomic operation):
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "set workflow - multiple map example",
...>       "v1.0.0",
...>       [
...>         input(:first_name),
...>         input(:last_name),
...>         compute(:full_name, [:first_name, :last_name], fn %{first_name: first, last_name: last} ->
...>           {:ok, "#{first} #{last}"}
...>         end)
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, %{first_name: "Mario", last_name: "Bros"})
iex> {:ok, "Mario", 1} = Journey.get(execution, :first_name)
iex> {:ok, "Bros", 1} = Journey.get(execution, :last_name)
iex> {:ok, "Mario Bros", 3} = Journey.get(execution, :full_name, wait: :any)
Multiple values via keyword list (ergonomic syntax):
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "set workflow - keyword example",
...>       "v1.0.0",
...>       [input(:name), input(:age), input(:active)]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, name: "Mario", age: 35, active: true)
iex> {:ok, "Mario", 1} = Journey.get(execution, :name)
iex> {:ok, 35, 1} = Journey.get(execution, :age)
iex> {:ok, true, 1} = Journey.get(execution, :active)
Setting values with metadata for audit trails:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "audit trail example",
...>       "v1.0.0",
...>       [
...>         input(:document_title),
...>         historian(:title_history, [:document_title])
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :document_title, "Draft v1", metadata: %{"author_id" => "user123"})
iex> {:ok, history1, history1_rev} = Journey.get(execution, :title_history, wait: :any)
iex> length(history1)
1
iex> execution = Journey.set(execution, :document_title, "Draft v2", metadata: %{"author_id" => "user456"})
iex> {:ok, history2, _} = Journey.get(execution, :title_history, wait: {:newer_than, history1_rev})
iex> length(history2)
2
iex> # History entries include metadata for audit trail (newest first)
iex> [%{"value" => "Draft v2", "metadata" => %{"author_id" => "user456"}}, %{"value" => "Draft v1", "metadata" => %{"author_id" => "user123"}}] = history2
Metadata with different types:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "metadata types example",
...>       "v1.0.0",
...>       [input(:field)]
...>     )
iex> execution = graph |> Journey.start()
iex> # String metadata
iex> execution = Journey.set(execution, :field, "value1", metadata: "version-1")
iex> # Map metadata (keys must be strings, not atoms)
iex> execution = Journey.set(execution, :field, "value2", metadata: %{"author_id" => "user789", "ip" => "192.168.1.1"})
iex> # Number metadata
iex> execution = Journey.set(execution, :field, "value3", metadata: 42)
iex> # List metadata
iex> execution = Journey.set(execution, :field, "value4", metadata: ["tag1", "tag2"])
iex> {:ok, "value4", _} = Journey.get(execution, :field)
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Removes values from input nodes in an execution and invalidates all dependent computed nodes.
This function supports two calling patterns:
	Single value: unset(execution, :node_name)
	Multiple values via list: unset(execution, [:node1, :node2, :node3])

When values are unset, Journey automatically invalidates (unsets) all computed nodes that depend
on the unset inputs, creating a cascading effect through the dependency graph. This ensures data
consistency - no computed values remain that were based on the now-removed inputs.
Quick Examples
# Single value
execution = Journey.unset(execution, :name)
{:error, :not_set} = Journey.get(execution, :name)

# Multiple values
execution = Journey.unset(execution, [:first_name, :last_name, :email])
Use set/3 to set values and get_value/3 to check if values are set.
Parameters
Single value:
	execution - A %Journey.Persistence.Schema.Execution{} struct or execution ID string
	node_name - Atom representing the input node name (must exist in the graph)

Multiple values:
	execution - A %Journey.Persistence.Schema.Execution{} struct or execution ID string
	node_names - List of atoms representing input node names (all must exist in the graph)

Returns
	Updated %Journey.Persistence.Schema.Execution{} struct with incremented revision (if value was set)

Errors
	Raises if the supplied execution ID does not correspond to an existing execution
	Raises RuntimeError if the node name does not exist in the execution's graph
	Raises RuntimeError if attempting to unset a compute node (only input nodes can be unset)

Key Behaviors
	Cascading invalidation - Dependent computed nodes are automatically unset
	Idempotent - Multiple unsets of the same value have no additional effect
	Input nodes only - Only input nodes can be unset; compute nodes cannot be unset
	Atomic updates - Multiple values are unset together in a single transaction (single revision increment)

Examples
Basic unsetting with cascading invalidation:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "unset workflow - basic example",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         compute(
...>           :greeting,
...>           [:name],
...>           fn %{name: name} -> {:ok, "Hello, #{name}!"} end
...>         )
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :name, "Mario")
iex> {:ok, "Hello, Mario!", 3} = Journey.get(execution, :greeting, wait: :any)
iex> execution_after_unset = Journey.unset(execution, :name)
iex> Journey.get(execution_after_unset, :name)
{:error, :not_set}
iex> Journey.get(execution_after_unset, :greeting)
{:error, :not_set}
Multi-level cascading (A → B → C chain):
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "unset workflow - cascade example",
...>       "v1.0.0",
...>       [
...>         input(:a),
...>         compute(:b, [:a], fn %{a: a} -> {:ok, "B:#{a}"} end),
...>         compute(:c, [:b], fn %{b: b} -> {:ok, "C:#{b}"} end)
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :a, "value")
iex> {:ok, "B:value", 3} = Journey.get(execution, :b, wait: :any)
iex> {:ok, "C:B:value", 5} = Journey.get(execution, :c, wait: :any)
iex> execution_after_unset = Journey.unset(execution, :a)
iex> Journey.get(execution_after_unset, :a)
{:error, :not_set}
iex> Journey.get(execution_after_unset, :b)
{:error, :not_set}
iex> Journey.get(execution_after_unset, :c)
{:error, :not_set}
Idempotent behavior:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "unset workflow - idempotent example",
...>   "v1.0.0",
...>   [input(:name)]
...> )
iex> execution = graph |> Journey.start()
iex> original_revision = execution.revision
iex> execution_after_unset = Journey.unset(execution, :name)
iex> execution_after_unset.revision == original_revision
true
Multiple values atomic operation:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>   "unset workflow - multiple values example",
...>   "v1.0.0",
...>   [
...>     input(:first_name),
...>     input(:last_name),
...>     input(:email),
...>     compute(:full_name, [:first_name, :last_name], fn %{first_name: first_name, last_name: last_name} ->
...>       {:ok, "#{first_name} #{last_name}"}
...>     end)
...>   ]
...> )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, %{first_name: "Mario", last_name: "Bros", email: "mario@example.com"})
iex> {:ok, "Mario Bros", 3} = Journey.get(execution, :full_name, wait: :any)
iex> execution_after_unset = Journey.unset(execution, [:first_name, :last_name])
iex> Journey.get(execution_after_unset, :first_name)
{:error, :not_set}
iex> Journey.get(execution_after_unset, :last_name)
{:error, :not_set}
iex> {:ok, "mario@example.com", 1} = Journey.get(execution_after_unset, :email)
iex> Journey.get(execution_after_unset, :full_name)
{:error, :not_set}
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Returns a map of node values in an execution.
By default, only returns nodes that have been set, excluding unset nodes.
With include_unset_as_nil: true, returns all nodes with unset ones as nil.
Always includes :execution_id and :last_updated_at metadata.
Quick Example
execution = Journey.set(execution, :name, "Alice")
values = Journey.values(execution)
# %{name: "Alice", execution_id: "EXEC...", last_updated_at: 1234567890}

# Include unset nodes as nil
all_values = Journey.values(execution, include_unset_as_nil: true)
# %{name: "Alice", age: nil, execution_id: "EXEC...", last_updated_at: 1234567890}
Use values_all/1 to see all nodes with their status tuples, or get_value/3 for individual values.
Parameters
	execution - A %Journey.Persistence.Schema.Execution{} struct or a binary execution ID
	opts - Keyword list of options:	:reload - Reload execution from database (default: true). Only valid when passing
an %Execution{} struct. Raises ArgumentError if used with a binary execution ID,
since the execution is always loaded fresh from the database in that case.
	:include_unset_as_nil - Include unset nodes as nil values (default: false)



Returns
	Map with node names as keys and their current values as values
	When include_unset_as_nil: false (default): Only includes set nodes
	When include_unset_as_nil: true: Includes all nodes, with unset ones as nil

Errors
	Raises if the supplied execution ID does not correspond to an existing execution

Examples
Basic usage:
iex> import Journey.Node
iex> graph = Journey.new_graph("example", "v1.0.0", [input(:name), input(:age)])
iex> execution = Journey.start(graph)
iex> Journey.values(execution) |> redact([:execution_id, :last_updated_at])
%{execution_id: "...", last_updated_at: 1234567890}
iex> execution = Journey.set(execution, :name, "Alice")
iex> Journey.values(execution) |> redact([:execution_id, :last_updated_at])
%{name: "Alice", execution_id: "...", last_updated_at: 1234567890}
Including unset nodes:
iex> import Journey.Node
iex> graph = Journey.new_graph("example", "v1.0.0", [input(:name), input(:age)])
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :name, "Alice")
iex> Journey.values(execution, include_unset_as_nil: true) |> redact([:execution_id, :last_updated_at])
%{name: "Alice", age: nil, execution_id: "...", last_updated_at: 1234567890}
Passing a binary execution ID:
Journey.values(execution.id, include_unset_as_nil: true)
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Returns a map of all nodes in an execution with their current status, including unset nodes.
Unlike values/2 which only returns set nodes, this function shows all nodes including those
that haven't been set yet. Unset nodes are marked as :not_set, while set nodes are returned
as {:set, value} tuples. Useful for debugging and introspection.
Quick Example
all_status = Journey.values_all(execution)
# %{name: {:set, "Alice"}, age: :not_set, execution_id: {:set, "EXEC..."}, ...}
Use values/2 to get only set values, or get_value/3 for individual node values.
Parameters
	execution - A %Journey.Persistence.Schema.Execution{} struct or a binary execution ID
	opts - Keyword list of options:	:reload - Reload execution from database (default: true). Only valid when passing
an %Execution{} struct. Raises ArgumentError if used with a binary execution ID,
since the execution is always loaded fresh from the database in that case.



Returns
	Map with all nodes showing status: :not_set or {:set, value}
	Includes all nodes defined in the graph, regardless of current state

Errors
	Raises if the supplied execution ID does not correspond to an existing execution

Examples
Basic usage showing status progression:
iex> import Journey.Node
iex> graph = Journey.new_graph("example", "v1.0.0", [input(:name), input(:age)])
iex> execution = Journey.start(graph)
iex> Journey.values_all(execution) |> redact([:execution_id, :last_updated_at])
%{name: :not_set, age: :not_set, execution_id: {:set, "..."}, last_updated_at: {:set, 1234567890}}
iex> execution = Journey.set(execution, :name, "Alice")
iex> Journey.values_all(execution) |> redact([:execution_id, :last_updated_at])
%{name: {:set, "Alice"}, age: :not_set, execution_id: {:set, "..."}, last_updated_at: {:set, 1234567890}}
Passing a binary execution ID:
Journey.values_all(execution.id)
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  Deprecated, use Journey.get/3 instead"

  



  
    
      
    
    
      set_value(execution_id, values_map)



        
          
        

    

  


    
      This function is deprecated. Use Journey.set/2 instead.
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      This function is deprecated. Use Journey.set/3 instead.
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Use start/1 instead.
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      This function is deprecated. Use Journey.unset/2 instead.
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Journey.Examples.CreditCardApplication 
    



      
This module demonstrates building a simple credit card application workflow using the Journey library.
You might find it interesting to read the actual source code of this example (the definition of the graph, and the "business logic" functions), but here is a doctest illustrating executing a credit card application workflow.
Examples:
iex> # The customer starts the application process and provides their personal information.
iex> import Journey.Node
iex> graph = Journey.Examples.CreditCardApplication.graph()
iex> execution = Journey.start(graph)
iex>
iex> # This is only needed in a test, to perform background processing that happens automatically outside of tests.
iex> background_sweeps_task = Journey.Scheduler.Background.Periodic.start_background_sweeps_in_test(execution.id)
iex>
iex> execution = execution |> Journey.set(:full_name, "Mario")
iex> execution = execution |> Journey.set(:birth_date, "10/11/1981")
iex> execution = execution |> Journey.set(:ssn, "123-45-6789")
iex> execution = execution |> Journey.set(:email_address, "mario@example.com")
iex>
iex> # This kicks off the pre-approval process, which eventually completes.
iex> {:ok, true} = execution |> Journey.get_value(:preapproval_process_completed, wait: :any)
iex> # We haven't heard from the customer, so we'll send a reminder in a few days (seconds;).
iex> {:ok, true} = execution |> Journey.get_value(:send_preapproval_reminder, wait: :any)
iex>
iex> # Reminded, the customer requests an actual credit card.
iex> _execution = execution |> Journey.set(:credit_card_requested, true)
iex> # ... which triggers issuing the card.
iex>
iex> {:ok, true} = execution |> Journey.get_value(:initiate_credit_card_issuance, wait: :any)
iex> execution |> Journey.values() |> redact([:schedule_request_credit_card_reminder, :execution_id, :last_updated_at])
%{
    preapproval_process_completed: true,
    birth_date: "10/11/1981",
    congratulate: "email_sent_congrats",
    preapproval_decision: "approved",
    credit_score: 800,
    email_address: "mario@example.com",
    full_name: "Mario",
    ssn: "<redacted>",
    ssn_redacted: "updated :ssn",
    credit_card_requested: true,
    initiate_credit_card_issuance: true,
    schedule_request_credit_card_reminder: 1234567890,
    execution_id: "...",
    last_updated_at: 1234567890
  }
iex>
iex> # Eventually, the fulfillment department marks the credit card as mailed.
iex> # Which triggers an email notifying the customer that the card has been mailed.
iex> execution = execution |> Journey.set(:credit_card_mailed, true)
iex> {:ok, true} = execution |> Journey.get_value(:credit_card_mailed_notification, wait: :any)
iex> {:ok, _archived_at} = execution |> Journey.get_value(:archive, wait: :any)
iex> # This is only needed in tests.
iex> Journey.Scheduler.Background.Periodic.stop_background_sweeps_in_test(background_sweeps_task)
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        graph()

      


        This function defines the graph for the credit card application workflow.
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This function defines the graph for the credit card application workflow.
The graph is defined as a list of nodes.
Input nodes have a name.
Computation nodes also have upstream dependencies and a function to compute the node's value, and a few other options.
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Journey.Examples.CreditCardApplication.Compute 
    



      
This module contains the business logic for the Credit Card Approval application, things like fetching the customer's credit score, making and communication the credit decision, etc.

      


      
        Summary


  
    Functions
  


    
      
        all_done(values)

      


        This function marks the flow as completed when it's all done.



    


    
      
        choose_the_time_to_archive(values)

      


        This function schedules archiving the execution.



    


    
      
        choose_the_time_to_send_reminder(values)

      


        This function simulates scheduling sending a reminder to preapproved customers.



    


    
      
        compute_decision(map)

      


        This function simulates computing the credit decision, based on the credit score.



    


    
      
        fetch_credit_score(values)

      


        This function simulates fetching a credit score from an external service.



    


    
      
        request_credit_card_issuance(values)

      


        This function simulates initiating the issuance and mailing of a credit card.



    


    
      
        send_card_mailed_notification(values)

      


        This function simulates emailing the customer and telling them that the card has been mailed.



    


    
      
        send_congrats(values)

      


        This function simulates sending the customer an email when their application was approved.



    


    
      
        send_preapproval_reminder(values)

      


        This function simulates sending the preapproved customer a reminder to request a credit card.



    


    
      
        send_rejection(values)

      


        This function simulates sending the customer an email when their application was declined.
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This function marks the flow as completed when it's all done.

  



  
    
      
    
    
      choose_the_time_to_archive(values)



        
          
        

    

  


  

This function schedules archiving the execution.

  



  
    
      
    
    
      choose_the_time_to_send_reminder(values)



        
          
        

    

  


  

This function simulates scheduling sending a reminder to preapproved customers.

  



  
    
      
    
    
      compute_decision(map)



        
          
        

    

  


  

This function simulates computing the credit decision, based on the credit score.

  



  
    
      
    
    
      fetch_credit_score(values)



        
          
        

    

  


  

This function simulates fetching a credit score from an external service.

  



  
    
      
    
    
      request_credit_card_issuance(values)



        
          
        

    

  


  

This function simulates initiating the issuance and mailing of a credit card.

  



  
    
      
    
    
      send_card_mailed_notification(values)



        
          
        

    

  


  

This function simulates emailing the customer and telling them that the card has been mailed.

  



  
    
      
    
    
      send_congrats(values)



        
          
        

    

  


  

This function simulates sending the customer an email when their application was approved.

  



  
    
      
    
    
      send_preapproval_reminder(values)



        
          
        

    

  


  

This function simulates sending the preapproved customer a reminder to request a credit card.

  



  
    
      
    
    
      send_rejection(values)



        
          
        

    

  


  

This function simulates sending the customer an email when their application was declined.
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Journey.Examples.UselessMachine 
    



      
This module (lib/journey/examples/useless_machine.ex) contains an example of building a Useless Machine using Journey.
Here is an example of running the useless Machine:
iex> graph = Journey.Examples.UselessMachine.graph()
iex> execution = Journey.start(graph)
iex> Journey.get_value(execution, :switch)
{:error, :not_set}
iex> Journey.get_value(execution, :paw)
{:error, :not_set}
iex> Journey.set(execution, :switch, "on")
iex> # updating switch triggers :paw
iex> {:ok, "updated :switch"} = Journey.get_value(execution, :paw, wait: :any)
iex> # :paw set switch back to "off"
iex> {:ok, "off"} = Journey.get_value(execution, :switch, wait: :any)

      


      
        Summary


  
    Functions
  


    
      
        graph()

      


        This function defines the graph for the Useless Machine.
It starts with a switch input and mutates the state to "off" when the switch
is toggled, simulating the behavior of a Useless Machine.



    


    
      
        lol_no(map)

      


        This function simulates the paw's response when the switch is toggled.
It prints a message and mutates the state of the :switch node to "off".
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This function defines the graph for the Useless Machine.
It starts with a switch input and mutates the state to "off" when the switch
is toggled, simulating the behavior of a Useless Machine.
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This function simulates the paw's response when the switch is toggled.
It prints a message and mutates the state of the :switch node to "off".
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Provides system-wide aggregate data about the state of the executions of a particular graph.
This can be thought of as "analytics" for a particular graph.

      


      
        Summary


  
    Functions
  


    
      
        flow_analytics(graph_name, graph_version, opts \\ [])

      


        Provides business-focused analytics for understanding customer behavior through Journey graphs.



    


    
      
        to_text(flow_analytics)

      


        Formats flow analytics data as human-readable text output.
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Provides business-focused analytics for understanding customer behavior through Journey graphs.
Uses optimized database queries that scale efficiently to millions of executions by leveraging
PostgreSQL's aggregation capabilities. System nodes (execution_id and last_updated_at) are
automatically excluded from the analysis.
Parameters
	graph_name - String, the graph name to analyze
	graph_version - String, the graph version to analyze
	opts - Keyword list with options:	:include_executions - :all | :archived | :active (default: :active)

	:flow_ends_here_after - Duration in seconds after which we consider a flow "ended" if no activity (default: 86400 seconds / 1 day)



Return Structure
Returns a map with graph metadata, execution-level analytics, and per-node customer journey metrics.
Examples
  iex(3)> Journey.Insights.FlowAnalytics.flow_analytics("Credit Card Application flow graph", "v1.0.0")
  %{
graph_name: "Credit Card Application flow graph",
analyzed_at: "2025-08-02T04:08:28.351195Z",
executions: %{
  count: 8294,
  duration_avg_seconds_to_last_update: 48,
  duration_median_seconds_to_last_update: 0
},
graph_version: "v1.0.0",
node_stats: %{
  nodes: [
    %{
      node_type: :input,
      node_name: :birth_date,
      # The number of executions that have set a value for this node.
      reached_count: 3884,
      # The average time it took for an execution to reach this node.
      average_time_to_reach: 1,
      # The number of executions which haven't been updated for a while, and this was the last node that was updated.
      flow_ends_here_count: 1953,
      # The percentage of all executions that ended here.
      flow_ends_here_percentage_of_all: 23.5,
      # The percentage of executions that reached this node and ended here.
      flow_ends_here_percentage_of_reached: 50.28,
      # The percentage of executions that have set a value for this node.
      reached_percentage: 46.8
    },
    %{
      node_type: :input,
      node_name: :email_address,
      reached_count: 2066,
      average_time_to_reach: 0,
      flow_ends_here_count: 213,
      flow_ends_here_percentage_of_all: 2.6,
      flow_ends_here_percentage_of_reached: 10.31,
      reached_percentage: 24.9
    },
    %{
      node_type: :input,
      node_name: :full_name,
      reached_count: 5736,
      average_time_to_reach: 0,
      flow_ends_here_count: 3716,
      flow_ends_here_percentage_of_all: 44.8,
      flow_ends_here_percentage_of_reached: 64.78,
      reached_percentage: 69.2
    },
    %{
      node_type: :compute,
      node_name: :credit_score,
      reached_count: 1844,
      average_time_to_reach: 1,
      flow_ends_here_count: 0,
      flow_ends_here_percentage_of_all: 0.0,
      flow_ends_here_percentage_of_reached: 0.0,
      reached_percentage: 22.2
    },
    ...
  ]
}
  }
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Formats flow analytics data as human-readable text output.
Example:
iex> flow_data = Journey.Insights.FlowAnalytics.flow_analytics("Credit Card Application flow graph", "v1.0.0")
iex> Journey.Insights.FlowAnalytics.to_text(flow_data) |> IO.puts()
Graph: 'Credit Card Application flow graph'
Version: 'v1.0.0'
Analyzed at: 2025-08-02T04:08:28Z

EXECUTION STATS:
----------
Total executions: 8,294
Average duration: 48 seconds
Median duration: 0 seconds

NODE STATS (4 nodes):
----------
Node Name: 'birth_date'
Type: input
Reached by: 3,884 executions (46.8%)
Average time to reach: 1 second
Flow ends here: 1,953 executions (23.5% of all, 50.3% of reached)

Node Name: 'email_address'
Type: input
Reached by: 2,066 executions (24.9%)
Average time to reach: 0 seconds
Flow ends here: 213 executions (2.6% of all, 10.3% of reached)

Node Name: 'full_name'
Type: input
Reached by: 5,736 executions (69.2%)
Average time to reach: 0 seconds
Flow ends here: 3,716 executions (44.8% of all, 64.8% of reached)

Node Name: 'credit_score'
Type: compute
Reached by: 1,844 executions (22.2%)
Average time to reach: 1 second
Flow ends here: 0 executions (0.0% of all, 0.0% of reached)
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Provides system health and monitoring insights for Journey executions.

      


      
        Summary


  
    Functions
  


    
      
        status()

      


        Returns current system health for monitoring/alerting



    


    
      
        to_text(status_data)

      


        Formats status data as human-readable text output.
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Returns current system health for monitoring/alerting
Response Structure
	status - :healthy or :unhealthy
	database_connected - Boolean indicating DB connectivity
	graphs - List of graph statistics, one per graph name/version

Example output:
%{
  status: :healthy,
  graphs: [
    %{
      stats: %{
        computations: %{
          by_state: %{
            abandoned: 239,
            cancelled: 0,
            success: 21106,
            failed: 0,
            not_set: 59294,
            computing: 0
          },
          most_recently_created: "2025-07-30T00:07:37Z",
          most_recently_updated: "2025-07-30T00:07:41Z"
        },
        executions: %{
          active: 4597,
          most_recently_created: "2025-07-30T00:07:37Z",
          most_recently_updated: "2025-07-30T00:07:41Z",
          archived: 2103
        }
      },
      graph_name: "Credit Card Application flow graph",
      graph_version: "v1.0.0"
    }
  ],
  database_connected: true
}
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Formats status data as human-readable text output.
Example:
iex> status_data = Journey.Insights.Status.status()
iex> Journey.Insights.Status.to_text(status_data) |> IO.puts()
System Status: HEALTHY
Database: Connected
================================================================================

GRAPHS (3 total):
----------

Name: 'Credit Card Application flow graph'
Version: 'v1.0.0'
Executions:
- active: 12.7k
- archived: 5.1k
First activity: 2025-07-28T19:50:40Z
Last activity: 2025-08-14T05:31:05Z
Computations:
✓ success: 61.4k
✗ failed: 0
⏳ computing: 33
◯ not_set: 151.7k
⚠ abandoned: 1.0k

---------

Name: 'flow_analytics_perf_test'
Version: '1.0.0'
Executions:
- active: 900
- archived: 100
First activity: 2025-08-01T22:05:06Z
Last activity: 2025-08-01T22:05:09Z
Computations:
✓ success: 1.7k
⏳ computing: 54
◯ not_set: 2.3k

---------

Name: 'g1'
Version: 'v1'
Executions:
- active: 25
- archived: 0
First activity: 2025-08-14T17:23:16Z
Last activity: 2025-08-14T17:29:36Z
Computations:
✓ success: 38
✗ failed: 7
◯ not_set: 4
⚠ abandoned: 2
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This module contains functions for creating nodes in a graph.
Nodes in a graph can be of several types:
	input/1 – a node that takes input from the user.
	compute/4 – a node that computes a value based on its upstream nodes.
	mutate/4 – a node that mutates the value of another node.
	historian/3 – a node that tracks the history of changes to another node.
	tick_once/3 – a node that, once unblocked, in its turn, unblocks others, on a schedule.
	tick_recurring/3 – a node that, once unblocked, in its turn, unblocks others, on a schedule, time after time.
	loop/4 – a node that iterates a step function durably, threading state across iterations until termination or an iteration cap.


      


      
        Summary


  
    Deprecated
  


    
      
        schedule_once(name, gated_by, f_compute, opts \\ [])

          deprecated

      


    


    
      
        schedule_recurring(name, gated_by, f_compute, opts \\ [])

          deprecated

      


    





  
    Functions
  


    
      
        archive(name, gated_by, opts \\ [])

      


        Creates a graph node that archives the execution when unblocked. Archived
executions are excluded from load/2 unless include_archived: true is passed.



    


    
      
        compute(name, gated_by, f_compute, opts \\ [])

      


        Creates a self-computing node.



    


    
      
        historian(name, gated_by, opts \\ [])

      


        Creates a history-tracking node that maintains a chronological log of changes to one or more nodes.



    


    
      
        input(name, opts \\ [])

      


        Creates a graph input node. The value of an input node is set with Journey.set/3. The name of the node must be an atom.



    


    
      
        loop(name, gated_by, f_loop, opts \\ [])

      


        Creates a loop node — a self-iterating computation that threads state across iterations durably.



    


    
      
        mutate(name, gated_by, f_compute, opts \\ [])

      


        Creates a graph node that mutates the value of another node or nodes.



    


    
      
        tick_once(name, gated_by, f_compute, opts \\ [])

      


        Creates a graph node that declares its readiness at a specific time, once.



    


    
      
        tick_recurring(name, gated_by, f_compute, opts \\ [])

      


        Creates a graph node that declares its readiness at a specific time, time after time.



    





      


      
        Deprecated


        


    

  
    
      
    
    
      schedule_once(name, gated_by, f_compute, opts \\ [])



        
          
        

    

  


    
      This function is deprecated. Use tick_once/4 instead.
    


  


  



    

  
    
      
    
    
      schedule_recurring(name, gated_by, f_compute, opts \\ [])



        
          
        

    

  


    
      This function is deprecated. Use tick_recurring/4 instead.
    


  


  


        

      

      
        Functions


        


    

  
    
      
    
    
      archive(name, gated_by, opts \\ [])



        
          
        

    

  


  

Creates a graph node that archives the execution when unblocked. Archived
executions are excluded from load/2 unless include_archived: true is passed.
Examples:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`archive()` doctest graph (a useless machine that archives itself immediately;)",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         archive(:archive, [:name])
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution.archived_at == nil
true
iex> execution = Journey.set(execution, :name, "Mario")
iex> {:ok, _, _} = Journey.get(execution, :archive, wait: :any)
iex> Journey.load(execution)
nil
iex> execution = Journey.load(execution, include_archived: true)
iex> execution.archived_at == nil
false
Options
	:f_on_save — see f_on_save callbacks.
On success, result is {:ok, archived_at}.


  



    

  
    
      
    
    
      compute(name, gated_by, f_compute, opts \\ [])



        
          
        

    

  


  

Creates a self-computing node.
name is an atom uniquely identifying the node in this graph.
gated_by defines when this node becomes eligible to compute.
  Accepts either:
	A list of atom node names, e.g. [:a, :b], indicating the node becomes unblocked when all of the listed nodes have a value.
	A keyword list with conditions, e.g. [a: fn node -> node.node_value > 10 end], for conditional dependencies.
	A mixed list combining atoms and keyword conditions, e.g. [:a, :b, c: fn node -> node.node_value > 5 end].
	A structured condition (see unblocked_when/1 )
allowing for logical operators (:and, :or) and custom value predicates (e.g. unblocked_when({:and, [{:a, &provided?/1}, {:b, &provided?/1}]})).

f_compute is the function that computes the value of the node, once the upstream dependencies are satisfied.
The function can accept either one or two arguments:
	Arity 1: fn values_map -> ... end - Receives a map of node names to their values, for all nodes whose value has been set or computed
	Arity 2: fn values_map, value_nodes_map -> ... end - Additionally receives value node data from upstream nodes

The function must return a tuple:
	{:ok, value} or
	{:error, reason}.

The value_nodes_map (when using arity-2) contains detailed information for each upstream dependency, keyed by node name.
Each entry is a map with the following fields:
	:node_value - The current value of the node
	:metadata - Metadata set via Journey.set/3
	:revision - The revision number when this value was set
	:set_time - Unix timestamp when the value was set

This is useful for accessing contextual information like author IDs, timestamps, or revision tracking.
The function is called when the upstream nodes are set, and the value is set to the result of the function.
Note that return values will be JSON-serialized for storage. If the returned value or reason contains atoms (e.g., {:ok, :pending} or {:ok, %{status: :active}}), those atoms will be converted to strings when retrieved via get_value/3.
In the case of a failure, the function is automatically retried, up to max_retries times (default: 3).
If the function still fails after all retry attempts, the node's value remains unset.
If the function does not return within abandon_after_seconds (default: 60), it is considered abandoned, and it will be retried (up to max_retries times).
Examples:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`compute()` doctest graph (pig-latinize-ish a name)",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         compute(
...>           :pig_latin_ish_name,
...>           [:name],
...>           fn %{name: name} ->
...>             {:ok, "#{name}-ay"}
...>           end,
...>           max_retries: 4, # Optional (default: 3)
...>           abandon_after_seconds: 60, # Optional (default: 60)
...>           f_on_save: fn _execution_id, _node_name, _result ->
...>             # Optional callback invoked when the value is saved.
...>             # Useful for notifying other systems (e.g. a LiveView
...>             # via PubSub.notify()). The 2-arity form is deprecated.
...>             :ok
...>           end
...>         )
...>       ]
...>     )
iex> execution = graph |> Journey.start() |> Journey.set(:name, "Alice")
iex> {:ok, "Alice-ay", 3} = execution |> Journey.get(:pig_latin_ish_name, wait: :any)
iex> execution |> Journey.values() |> redact([:execution_id, :last_updated_at])
%{name: "Alice", pig_latin_ish_name: "Alice-ay", execution_id: "...", last_updated_at: 1_234_567_890}
Keyword List Syntax for Conditional Dependencies
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "threshold alert example",
...>       "v1.0.0",
...>       [
...>         input(:temperature),
...>         # Using keyword list syntax for conditional dependency
...>         compute(
...>           :high_temp_alert,
...>           [temperature: fn node -> node.node_value > 30 end],
...>           fn %{temperature: temp} ->
...>             {:ok, "High temperature alert: #{temp}°C"}
...>           end
...>         )
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :temperature, 25)
iex> Journey.get(execution, :high_temp_alert)
{:error, :not_set}
iex> execution = Journey.set(execution, :temperature, 35)
iex> {:ok, "High temperature alert: 35°C", 4} = Journey.get(execution, :high_temp_alert, wait: :any)
Using Value Node Data in Compute Functions
Value node data can be accessed by defining an arity-2 compute function. This is useful for accessing
contextual information like author IDs, timestamps, revisions, or data provenance from upstream nodes.
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "compute with value node data example",
...>       "v1.0.0",
...>       [
...>         input(:title),
...>         compute(
...>           :title_with_author,
...>           [:title],
...>           # Arity-2 function receives value node data from dependencies
...>           fn %{title: title}, value_nodes_map ->
...>             author = get_in(value_nodes_map, [:title, :metadata, "author_id"]) || "unknown"
...>             {:ok, "#{title} by #{author}"}
...>           end
...>         )
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :title, "Hello", metadata: %{"author_id" => "user123"})
iex> {:ok, result, _} = Journey.get(execution, :title_with_author, wait: :any)
iex> result
"Hello by user123"
Return Values
The f_compute function must return {:ok, value} or {:error, reason}. Note that atoms
in the returned value and reason will be converted to strings when persisted.
At-least-once semantics
f_compute is invoked at-least-once: retries on {:error, _}, abandonment after
abandon_after_seconds, and worker crashes mid-computation can all cause the same logical
computation to be re-invoked with the same inputs. The engine does not deduplicate
invocations.
This is great for pure computation, but if your function has a consequential non-idempotent
side effect (e.g. charging the customer's credit card), your function will need to provide
its own protection against duplicates. One possible approach is to compose and use an
idempotency key that includes the id of the execution and the node's name.
Options
	:f_on_save — see f_on_save callbacks.
On success, result is {:ok, value} where value is what
f_compute returned.

Computation Retention
By default, all completed computation records are kept in the database. For nodes that
accumulate many computations over time (especially downstream of tick_recurring nodes),
you can limit how many are retained:
compute(:send_summary, deps, &send/1,
  keep_latest_completed_computations: 50
)
After each successful completion, this deletes older computations beyond the retention
window, while always preserving the 10 oldest successful computations. Set to :all to
explicitly keep everything, or nil (default) to inherit from the graph-level setting.
Can also be set graph-wide via Journey.new_graph/4's :keep_latest_completed_computations option.
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Creates a history-tracking node that maintains a chronological log of changes to one or more nodes.
name is an atom uniquely identifying this history node.
gated_by defines which nodes to track. Accepts the same formats as compute/4:
	A single-item list like [:node_name] to track one node
	A list like [:a, :b] to track multiple nodes (all must be set)
	Complex conditions using unblocked_when/1 (e.g., unblocked_when({:or, [{:a, &provided?/1}, {:b, &provided?/1}]}))

The historian will track changes to ALL nodes in the dependency tree and record only those that have changed since the last recording.
Options
	:max_entries (optional) - Maximum number of history entries to keep (FIFO).
Defaults to 1000. Set to nil for unlimited history.
	:f_on_save — see f_on_save callbacks.
On success, result is {:ok, history}.

History Format
The history is returned as a list of entries in newest-first order (most recent changes at index 0).
Each entry is a map containing:
	"value" - The value of the changed node
	"node" - The name of the node (as string)
	"timestamp" - Unix timestamp when recorded
	"metadata" - Metadata from the node (if any)
	"revision" - Revision number of the node when recorded

Examples:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`historian()` doctest graph (tracks content changes)",
...>       "v1.0.0",
...>       [
...>         input(:content),
...>         historian(:content_history, [:content])
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :content, "First version")
iex> {:ok, history1, history1_rev} = Journey.get(execution, :content_history, wait: :any)
iex> length(history1)
1
iex> [%{"value" => "First version", "node" => "content", "timestamp" => _ts}] = history1
iex> execution = Journey.set(execution, :content, "Second version")
iex> {:ok, history2, _} = Journey.get(execution, :content_history, wait: {:newer_than, history1_rev})
iex> length(history2)
2
iex> [%{"value" => "Second version", "node" => "content", "timestamp" => _ts}, _] = history2
With custom max_entries limit:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "historian with max_entries",
...>       "v1.0.0",
...>       [
...>         input(:status),
...>         historian(:status_history, [:status], max_entries: 2)
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :status, "pending")
iex> {:ok, history, rev1} = Journey.get(execution, :status_history, wait: :any)
iex> Enum.map(history, fn entry -> entry["value"] end)
["pending"]
iex> execution = Journey.set(execution, :status, "active")
iex> {:ok, history, rev2} = Journey.get(execution, :status_history, wait: {:newer_than, rev1})
iex> Enum.map(history, fn entry -> entry["value"] end)
["active", "pending"]
iex> execution = Journey.set(execution, :status, "completed")
iex> {:ok, history, _rev} = Journey.get(execution, :status_history, wait: {:newer_than, rev2})
iex> # Since status_history is limited to `max_entries: 2`, we'll only see the 2 latest values (newest first).
iex> Enum.map(history, fn entry -> entry["value"] end)
["completed", "active"]

With unlimited history:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "historian with unlimited history",
...>       "v1.0.0",
...>       [
...>         input(:audit_event),
...>         # Explicitly opt-in to unlimited history for audit trail
...>         historian(:audit_log, [:audit_event], max_entries: nil)
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :audit_event, "login")
iex> {:ok, history, _} = Journey.get(execution, :audit_log, wait: :any)
iex> length(history)
1
iex> [%{"value" => "login", "node" => "audit_event", "timestamp" => _ts}] = history
Tracking multiple nodes with :or condition:
iex> import Journey.Node
iex> import Journey.Node.Conditions
iex> import Journey.Node.UpstreamDependencies
iex> graph = Journey.new_graph(
...>       "historian multi-node example",
...>       "v1.0.0",
...>       [
...>         input(:email),
...>         input(:phone),
...>         # Track changes to either email or phone
...>         historian(
...>           :contact_history,
...>           unblocked_when({
...>             :or,
...>             [{:email, &provided?/1}, {:phone, &provided?/1}]
...>           })
...>         )
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> execution = Journey.set(execution, :email, "user@example.com")
iex> {:ok, history1, history1_rev} = Journey.get(execution, :contact_history, wait: :any)
iex> length(history1)
1
iex> [%{"value" => "user@example.com", "node" => "email"}] = history1
iex> execution = Journey.set(execution, :phone, "555-1234")
iex> {:ok, history2, _} = Journey.get(execution, :contact_history, wait: {:newer_than, history1_rev})
iex> length(history2)
2
iex> # Newest first: phone, then email
iex> [%{"value" => "555-1234", "node" => "phone"}, %{"value" => "user@example.com", "node" => "email"}] = history2
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Creates a graph input node. The value of an input node is set with Journey.set/3. The name of the node must be an atom.
Accepts an optional keyword list of options:
	:f_on_save - Callback invoked after the input value is persisted via
Journey.set/3. Only fires with {:ok, value} (inputs don't error).
See f_on_save callbacks for
the shared contract.

Examples:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`input()` doctest graph (just a few input nodes)",
...>       "v1.0.0",
...>       [
...>         input(:first_name),
...>         input(:last_name),
...>         input(:zip_code)
...>        ]
...>     )
iex> execution = graph |> Journey.start() |> Journey.set(:first_name, "Mario")
iex> Journey.values(execution) |> redact([:execution_id, :last_updated_at])
%{first_name: "Mario", execution_id: "...", last_updated_at: 1_234_567_890}
With f_on_save:
input(:comment, f_on_save: fn execution_id, node_name, {:ok, value} ->
  Phoenix.PubSub.broadcast(MyApp.PubSub, "execution:#{execution_id}", {node_name, value})
  :ok
end)
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Creates a loop node — a self-iterating computation that threads state across iterations durably.
loop/4 is the durable analogue of Elixir's Stream.unfold/2 and Enum.reduce_while/3:
the step function f_loop is invoked repeatedly, threading state forward via
values_map.<name>, until either the function signals completion or :max_iterations is reached.
Each iteration is recorded as its own computation row, providing per-iteration durability:
if a worker crashes mid-iteration, retries resume from the last successful iteration rather
than restarting from iteration 1.
name is an atom uniquely identifying the node in this graph.
gated_by defines when the loop becomes eligible to start (same syntax as compute/4).
f_loop is the step function. It can accept either one or two arguments:
	Arity 1: fn values_map -> ... end
	Arity 2: fn values_map, value_nodes_map -> ... end

On each invocation:
	values_map contains the current values of all upstream dependencies.
	On the first iteration, the <name> key is absent from values_map — use bracket access
(values_map[:<name>]) rather than dot access to read it safely.
	On subsequent iterations, values_map[:<name>] reflects the value carried by the most recent
:cont_* return.

The function must return one of four tuples:
	Return	Meaning
	{:ok, result}	Iteration is complete; result becomes the loop's terminal value. Downstream nodes fire.
	{:error, reason}	Transient failure of this iteration. Engine retries per :max_retries. After exhaustion, the loop fails; the node's value remains unset and f_on_save fires with {:error, reason}.
	{:cont_with_fallback, value}	Continue iterating. If :max_iterations is reached before another resolution, value is promoted to the loop's terminal value.
	{:cont_no_fallback, value}	Continue iterating. If :max_iterations is reached, the loop fails with no usable result; the node's value remains unset and f_on_save fires with {:error, "max_iterations_reached"}.

Options
	:max_iterations (required) — positive integer; the maximum number of iterations.
:infinity is not allowed.

	:max_retries (default: 3) — per-iteration retry budget for {:error, _} returns.

	:abandon_after_seconds (default: 60) — per-iteration timeout.

	:f_on_save — see f_on_save callbacks.
Loop-specific result shapes:
	{:ok, value} — terminal :ok from the step function, or
cap-promoted :cont_with_fallback at :max_iterations.
	{:error, "max_iterations_reached"} — cap-failed
:cont_no_fallback at :max_iterations.

For per-iteration progress visibility, use Journey.Tools.introspect/1.

	Plus :heartbeat_interval_seconds, :heartbeat_timeout_seconds,
:keep_latest_completed_computations, :keep_oldest_completed_computations (same semantics
as compute/4).


Visibility
The loop node's value (visible via Journey.values/1, unblocked_when predicates,
f_on_save callbacks) is set in exactly two cases:
	The step function returns {:ok, value}.
	:max_iterations is reached and the most recent return was {:cont_with_fallback, value}.

A loop node's value reflects the last successful write, not the outcome of the
current run — even across re-runs triggered by upstream changes.
During iteration, the loop's accumulating state is visible only to the step function itself
(via values_map[:<name>]); it is not externally visible until terminal resolution.
Carried values go through JSONB
The value in {:cont_with_fallback, value} / {:cont_no_fallback, value} is persisted as
JSON between iterations, following the same rules as Journey.set/3: atoms become strings,
and map keys must be strings. Use strings (not atoms) for any value you intend to
pattern-match on in a later iteration — e.g. prefer {:cont_with_fallback, "keep_going"}
over {:cont_with_fallback, :keep_going}, since the latter will be read back as
"keep_going" on the next iteration.
At-least-once semantics
Step functions inherit compute/4's at-least-once contract — see
At-least-once semantics for the general guidance on idempotency.
If your loop function performs non-idempotent operations with consequential side effects
(e.g. charging a credit card), consider moving the operation to a downstream compute/4 node,
where looping doesn't complicate the semantics.
Example: iteratively shrink a string until it fits
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`loop()` doctest graph (shrink a string)",
...>       "v1.0.0",
...>       [
...>         input(:document),
...>         input(:target_length),
...>         loop(
...>           :summary,
...>           [:document, :target_length],
...>           fn values ->
...>             current = values[:summary] || values.document
...>
...>             cond do
...>               String.length(current) <= values.target_length ->
...>                 {:ok, current}
...>
...>               String.length(current) <= 1 ->
...>                 {:ok, current}
...>
...>               true ->
...>                 shorter = String.slice(current, 0, div(String.length(current), 2))
...>                 {:cont_with_fallback, shorter}
...>             end
...>           end,
...>           max_iterations: 10
...>         )
...>       ]
...>     )
iex> execution =
...>   graph
...>   |> Journey.start()
...>   |> Journey.set(:document, "abcdefghijklmnop")
...>   |> Journey.set(:target_length, 4)
iex> {:ok, "abcd", _} = Journey.get(execution, :summary, wait: :any)
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Creates a graph node that mutates the value of another node or nodes.
Examples:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`mutate()` doctest graph (a useless machine;)",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         mutate(
...>           :remove_pii,
...>           [:name],
...>           fn %{name: _name} ->
...>             # Return the new value for the "name" node.
...>             {:ok, "redacted"}
...>           end,
...>           mutates: :name # The name of an existing node whose value will be mutated.
...>         )
...>       ]
...>     )
iex> execution =
...>     graph
...>     |> Journey.start()
...>     |> Journey.set(:name, "Mario")
iex> {:ok, "updated :name", 3} = execution |> Journey.get(:remove_pii, wait: :any)
iex> execution |> Journey.values() |> redact([:execution_id, :last_updated_at])
%{name: "redacted", remove_pii: "updated :name",  execution_id: "...", last_updated_at: 1_234_567_890}
Mutating multiple nodes
:mutates accepts either a single node (atom) or a non-empty list of nodes. When given a
list, the function's single returned value is written to every listed node, in one
transaction (a same-value fan-out):
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`mutate()` multi-target doctest graph",
...>       "v1.0.0",
...>       [
...>         input(:ssn),
...>         input(:dob),
...>         input(:trigger),
...>         mutate(
...>           :scrub_pii,
...>           [:trigger],
...>           fn _ -> {:ok, "<REDACTED>"} end,
...>           mutates: [:ssn, :dob]
...>         )
...>       ]
...>     )
iex> execution =
...>     graph
...>     |> Journey.start()
...>     |> Journey.set(:ssn, "123-45-6789")
...>     |> Journey.set(:dob, "2000-01-01")
...>     |> Journey.set(:trigger, "go")
iex> {:ok, "updated [:ssn, :dob]", _} = execution |> Journey.get(:scrub_pii, wait: :any)
iex> {:ok, "<REDACTED>", _} = execution |> Journey.get(:ssn)
iex> {:ok, "<REDACTED>", _} = execution |> Journey.get(:dob)
Options
	:mutates (required) - The node, or non-empty list of nodes, whose value(s) this node sets with its function's returned value.
	:update_revision_on_change (default: false) - When true, updating the mutated node's value also increments its revision,
triggering downstream nodes to recompute. When false, mutations update the value without triggering recomputation.
Setting this to true for a node that mutates an upstream dependency will raise a validation error to prevent cycles.
	:f_on_save — see f_on_save callbacks.
On success, result is {:ok, "updated :target"}.

External Polling Pattern
A common use case is polling external data sources and triggering downstream recomputations:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "current market pricing graph",
...>       "v1.0.0",
...>       [
...>         tick_recurring(:poll_schedule, [], fn _ -> {:ok, System.system_time(:second) + 2} end),
...>         input(:cached_price),
...>         mutate(:fetch_current_price, [:poll_schedule],
...>           fn %{cached_price: cached_price} -> {:ok, (cached_price || 0) + 1} end,
...>           mutates: :cached_price,
...>           update_revision_on_change: true
...>         ),
...>         compute(:on_cached_price_update, [:cached_price],
...>           fn %{cached_price: new_price} -> {:ok, "price changed to #{new_price}"} end
...>         )
...>       ]
...>     )
iex> execution = graph |> Journey.start() |> Journey.set(:cached_price, 5)
iex> {:ok, "price changed to 5", initial_rev} = Journey.get(execution, :on_cached_price_update, wait: :any)
iex> background_sweeps_task = Journey.Scheduler.Background.Periodic.start_background_sweeps_in_test(execution.id)
iex> {:ok, "updated :cached_price", _} = Journey.get(execution, :fetch_current_price, wait: :any)
iex> {:ok, "price changed to 6", _} = Journey.get(execution, :on_cached_price_update, wait: {:newer_than, initial_rev})
iex> Journey.Scheduler.Background.Periodic.stop_background_sweeps_in_test(background_sweeps_task)
Return Values
The f_compute function must return {:ok, value} or {:error, reason}. Note that atoms
in the returned value and reason will be converted to strings when persisted.
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Creates a graph node that declares its readiness at a specific time, once.
Once this node is unblocked, it will be executed to set the time at which it will unblock its downstream dependencies.
Examples:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`tick_once()` doctest graph (it reminds you to take a nap in a couple of seconds;)",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         tick_once(
...>           :schedule_a_nap,
...>           [:name],
...>           fn %{name: _name} ->
...>             # This function is to return the time (in epoch seconds) at which
...>             # its downstream dependencies should be unblocked.
...>             in_two_seconds = System.system_time(:second) + 2
...>             {:ok, in_two_seconds}
...>           end
...>         ),
...>         compute(
...>           :nap_time,
...>           [:name, :schedule_a_nap],
...>           fn %{name: name, schedule_a_nap: _time_to_take_a_nap} ->
...>             {:ok, "It's time to take a nap, #{name}!"}
...>           end
...>         )
...>       ]
...>     )
iex> execution =
...>     graph
...>     |> Journey.start()
...>     |> Journey.set(:name, "Mario")
iex> execution |> Journey.values() |> Map.get(:name)
"Mario"
iex> # This is only needed in a test, to simulate the background processing that happens in non-tests automatically.
iex> background_sweeps_task = Journey.Scheduler.Background.Periodic.start_background_sweeps_in_test(execution.id)
iex> {:ok, "It's time to take a nap, Mario!", _} = execution |> Journey.get(:nap_time, wait: :any)
iex> Journey.Scheduler.Background.Periodic.stop_background_sweeps_in_test(background_sweeps_task)

Return Values
The f_compute function must return {:ok, value} or {:error, reason}. Note that atoms
in the returned value and reason will be converted to strings when persisted.
Returning {:ok, 0} indicates that the schedule should not trigger downstream computations.
This might be useful for conditional scheduling - when the function determines that
scheduling is not needed based on the current state.
Options
	:f_on_save — see f_on_save callbacks.
On success, result is {:ok, schedule_time} (the unix-epoch second
returned by f_compute).

Conditional Scheduling Example
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "conditional scheduling example",
...>       "v1.0.0",
...>       [
...>         input(:user_name),
...>         input(:wants_reminder),
...>         tick_once(
...>           :schedule_reminder,
...>           [:user_name, :wants_reminder],
...>           fn %{wants_reminder: wants_reminder} ->
...>             if wants_reminder do
...>               # Schedule for 2 seconds from now
...>               {:ok, System.system_time(:second) + 2}
...>             else
...>               # Don't schedule - user opted out
...>               {:ok, 0}
...>             end
...>           end
...>         ),
...>         compute(
...>           :send_reminder,
...>           [:user_name, :schedule_reminder],
...>           fn %{user_name: name} ->
...>             {:ok, "Reminder for #{name}"}
...>           end
...>         )
...>       ]
...>     )
iex> execution = graph |> Journey.start()
iex> background_sweeps_task = Journey.Scheduler.Background.Periodic.start_background_sweeps_in_test(execution.id)
iex> # User doesn't want reminders - schedule returns 0
iex> execution = Journey.set(execution, :user_name, "Mario")
iex> execution = Journey.set(execution, :wants_reminder, false)
iex> {:ok, 0, _} = Journey.get(execution, :schedule_reminder, wait: :any)
iex> # Reminder is never sent because schedule returned 0
iex> :timer.sleep(3_000)
iex> Journey.get(execution, :send_reminder)
{:error, :not_set}
iex> Journey.Scheduler.Background.Periodic.stop_background_sweeps_in_test(background_sweeps_task)
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Creates a graph node that declares its readiness at a specific time, time after time.
Once this node is unblocked, it will be repeatedly computed, to set the time at which it will unblock its downstream dependencies.
This is useful for triggering recurring tasks, such as sending reminders or notifications.
Examples:
iex> import Journey.Node
iex> graph = Journey.new_graph(
...>       "`tick_recurring()` doctest graph (it issues 'reminders' every few seconds)",
...>       "v1.0.0",
...>       [
...>         input(:name),
...>         tick_recurring(
...>           :schedule_a_reminder,
...>           [:name],
...>           fn _ ->
...>             soon = System.system_time(:second) + 2
...>             {:ok, soon}
...>           end
...>         ),
...>         compute(
...>           :send_a_reminder,
...>           [:name, :schedule_a_reminder],
...>           fn %{name: name} = v ->
...>             reminder_count = Map.get(v, :send_a_reminder, 0) + 1
...>             IO.puts("[#{System.system_time(:second)}] #{name}, here is your scheduled reminder # #{reminder_count}.")
...>             {:ok, reminder_count}
...>           end
...>         )
...>       ]
...>     )
iex> execution =
...>     graph
...>     |> Journey.start()
...>     |> Journey.set(:name, "Mario")
iex> execution |> Journey.values() |> Map.get(:name)
"Mario"
iex> # This is only needed in a test, to simulate the background processing that happens in non-tests automatically.
iex> background_sweeps_task = Journey.Scheduler.Background.Periodic.start_background_sweeps_in_test(execution.id)
iex> # Wait for initial reminders
iex> {:ok, count1, _} = Journey.get(execution, :send_a_reminder, wait: :any)
iex> count1 >= 1
true
iex> # Wait for more reminders to verify recurring behavior
iex> execution = Journey.load(execution)
iex> {:ok, count2, _} = Journey.get(execution, :send_a_reminder, wait: :newer)
iex> count2 > count1
true
iex> execution = Journey.load(execution)
iex> {:ok, count3, _} = Journey.get(execution, :send_a_reminder, wait: :newer)
iex> count3 > count2
true
iex> Journey.Scheduler.Background.Periodic.stop_background_sweeps_in_test(background_sweeps_task)

Return Values
The f_compute function must return {:ok, value} or {:error, reason}. Note that atoms
in the returned value and reason will be converted to strings when persisted.
Returning {:ok, 0} indicates that the schedule should not trigger downstream computations.
Options
	:f_on_save — see f_on_save callbacks.
On success, result is {:ok, schedule_time} (the unix-epoch second
returned by f_compute for one scheduled fire).

Computation Retention
Recurring nodes accumulate computation records over time. Use :keep_latest_completed_computations
to limit retention. See compute/4 for details.
tick_recurring(:schedule, deps, &next_time/1,
  keep_latest_completed_computations: 200
)
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This module contains helper functions for use when defining upstream dependencies for compute modules.

      


      
        Summary


  
    Functions
  


    
      
        false?(value_node)

      


        This is a helper function provided for use in unblocked_when conditions.
This function checks if the upstream node's value is false.



    


    
      
        provided?(value_node)

      


        This is a helper function provided for use in unblocked_when conditions.
This function checks if the supplied node has a value.
For "scheduled" types of nodes (tick_once, tick_recurring) it also checks that the scheduled time has come.



    


    
      
        true?(value_node)

      


        This is a helper function provided for use in unblocked_when conditions.
This function checks if the upstream node's value is true.



    





      


      
        Functions


        


  
    
      
    
    
      false?(value_node)



        
          
        

    

  


  

This is a helper function provided for use in unblocked_when conditions.
This function checks if the upstream node's value is false.
Examples
iex> import Journey.Node
iex> import Journey.Node.Conditions
iex> import Journey.Node.UpstreamDependencies
iex> graph = Journey.new_graph(
...>   "umbrella forecast graph, doctest for false?",
...>   "v1.0.0",
...>   [
...>     input(:it_will_rain_tomorrow),
...>     compute(
...>       :todays_preparation,
...>       unblocked_when(:it_will_rain_tomorrow, &false?/1),
...>       fn %{it_will_rain_tomorrow: false} -> {:ok, "prepare my bike"} end
...>     )
...>   ]
...> )
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :it_will_rain_tomorrow, false)
iex> {:ok, "prepare my bike"} = Journey.get_value(execution, :todays_preparation, wait: :any)
iex> execution = Journey.set(execution, :it_will_rain_tomorrow, true)
iex> Journey.get_value(execution, :todays_preparation)
{:error, :not_set}
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This is a helper function provided for use in unblocked_when conditions.
This function checks if the supplied node has a value.
For "scheduled" types of nodes (tick_once, tick_recurring) it also checks that the scheduled time has come.
Examples
iex> import Journey.Node
iex> import Journey.Node.Conditions
iex> import Journey.Node.UpstreamDependencies
iex> graph = Journey.new_graph(
...>   "greeting workflow, doctest for provided?",
...>   "v1.0.0",
...>   [
...>     input(:name),
...>     compute(
...>       :greeting,
...>       unblocked_when(:name, &provided?/1),
...>       fn %{name: name} -> {:ok, "Hello, #{name}!"} end
...>     )
...>   ]
...> )
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :name, "Alice")
iex> {:ok, "Hello, Alice!"} = Journey.get_value(execution, :greeting, wait: :any)
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This is a helper function provided for use in unblocked_when conditions.
This function checks if the upstream node's value is true.
Examples
iex> import Journey.Node
iex> import Journey.Node.Conditions
iex> import Journey.Node.UpstreamDependencies
iex> graph = Journey.new_graph(
...>   "umbrella forecast graph, doctest for true?",
...>   "v1.0.0",
...>   [
...>     input(:it_will_rain_tomorrow),
...>     compute(
...>       :umbrella,
...>       unblocked_when(:it_will_rain_tomorrow, &true?/1),
...>       fn %{it_will_rain_tomorrow: true} -> {:ok, "need to pack my umbrella"} end
...>     )
...>   ]
...> )
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :it_will_rain_tomorrow, true)
iex> {:ok, "need to pack my umbrella"} = Journey.get_value(execution, :umbrella, wait: :any)
iex> execution = Journey.set(execution, :it_will_rain_tomorrow, false)
iex> Journey.get_value(execution, :umbrella)
{:error, :not_set}
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        Summary


  
    Functions
  


    
      
        unblocked_when(r)

      


        


    


    
      
        unblocked_when(upstream_node_name, f_condition)

      


        This function is used to define the conditions under which a node is unblocked. It is intended to be used in the gated_by option of a node. The function takes a list of required upstream nodes and returns a predicate tree that can be used to check if the node is unblocked.
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This function is used to define the conditions under which a node is unblocked. It is intended to be used in the gated_by option of a node. The function takes a list of required upstream nodes and returns a predicate tree that can be used to check if the node is unblocked.
The predicate tree can be a single node name, a function that takes a value node and returns a boolean, or a combination of these using :and, :or, and :not operations.
The function also supports nested predicate trees, allowing for complex conditions to be defined.
Examples:
iex> import Journey.Node
iex> import Journey.Node.Conditions
iex> import Journey.Node.UpstreamDependencies
iex> _graph =
...>   Journey.new_graph(
...>     "horoscope workflow - unblocked_when doctest",
...>     "v1.0.0",
...>     [
...>       input(:first_name),
...>       input(:birth_day),
...>       input(:birth_month),
...>       input(:suspended),
...>       compute(
...>         :zodiac_sign,
...>         # Computes itself once :birth_month and :birth_day have been provided:
...>         [:birth_month, :birth_day],
...>         fn %{birth_month: _birth_month, birth_day: _birth_day} ->
...>           # Everyone is a Taurus. ;)
...>           {:ok, "Taurus"}
...>         end
...>       ),
...>       compute(
...>         :horoscope,
...>         # Computes itself once :first_name and :zodiac_sign are in place, and if not suspended.
...>         unblocked_when({
...>           :and,
...>           [
...>             {:first_name, &provided?/1},
...>             {:zodiac_sign, &provided?/1},
...>             {:suspended, fn suspended -> suspended.node_value != true end}
...>           ]
...>         }),
...>         fn %{first_name: name, zodiac_sign: zodiac_sign} ->
...>           {:ok, "🍪s await, #{zodiac_sign} #{name}!"}
...>         end
...>       )
...>     ]
...>   )
iex>
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This module contains utility functions for the Journey library.

      


      
        Summary


  
    Functions
  


    
      
        abandon_computation(computation_id)

      


        Manually abandons a computation that is currently in the :computing state.



    


    
      
        computation_state(execution_id, node_name)

      


        Returns the current state of a computation node.



    


    
      
        computation_state_to_text(other)

      


        Converts a computation state atom to human-readable text with a visual symbol.



    


    
      
        computation_status_as_text(execution_id, node_name)

      


        Shows the status and dependencies for a single computation node.



    


    
      
        generate_mermaid_execution(execution_id, opts \\ [])

      


        Generates a Mermaid diagram of an execution with runtime status emojis overlaid on each node.



    


    
      
        generate_mermaid_graph(graph, opts \\ [])

      


        Generates a Mermaid diagram representation of a Journey graph.



    


    
      
        introspect(execution_id)

      


        Introspects an execution's current state with a human-readable text summary.



    


    
      
        retry_computation(execution_id, computation_node_name)

      


        Retries a failed computation.



    


    
      
        summarize(execution_id)

          deprecated

      


        Generates a human-readable text summary of an execution's current state.



    


    
      
        summarize_as_data(execution_id)

      


        Generates structured data about an execution's current state.



    


    
      
        summarize_as_text(execution_id)

          deprecated

      


        Generates a human-readable text summary of an execution's current state.



    


    
      
        what_am_i_waiting_for(execution_id, computation_node_name)

      


        Shows the status of upstream dependencies for a computation node.
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Manually abandons a computation that is currently in the :computing state.
This is useful when you want to immediately abandon a stuck or problematic computation
without waiting for its deadline to expire. The behavior matches the automatic
abandonment sweeper: it will schedule a retry if the node hasn't exhausted its
max_retries, then mark the computation as :abandoned.
Parameters
	computation_id - The ID of the computation to abandon (starts with "CMP")

Returns
	{:ok, computation} - The updated computation struct
	{:error, :not_found} - Computation with the given ID doesn't exist
	{:error, :invalid_state, state} - Computation is not in :computing state

Example
# Abandon a stuck computation
{:ok, computation} = Journey.Tools.abandon_computation("CMP123ABC")

# The computation is now marked as :abandoned
computation.state
#=> :abandoned
How It Works
	Looks up the computation by ID
	Validates the computation is in :computing state
	Schedules a retry if max_retries hasn't been exhausted
	Marks the computation as :abandoned with current timestamp
	Kicks the execution to trigger downstream processing
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Returns the current state of a computation node.
Returns the state of the most recent computation attempt for the given node.
If no computation has been attempted yet, returns :not_set.
For input nodes (non-compute nodes), returns :not_compute_node.
Parameters
	execution_id - The ID of the execution to check
	node_name - The atom name of the node to check

Returns
	:not_set - No computation has been attempted yet
	:computing - Currently computing
	:success - Computation completed successfully
	:failed - Computation failed
	:abandoned - Computation was abandoned
	:cancelled - Computation was cancelled
	:not_compute_node - The node is an input node, not a computation

Examples
iex> import Journey.Node
iex> graph = Journey.new_graph("computation_state doctest graph", "v1.0.0", [
...>   input(:value),
...>   compute(:double, [:value], fn %{value: v} -> {:ok, v * 2} end)
...> ])
iex> execution = Journey.start(graph)
iex> Journey.Tools.computation_state(execution.id, :double)
:not_set
iex> Journey.Tools.computation_state(execution.id, :value)
:not_compute_node
iex> execution = Journey.set(execution, :value, 5)
iex> {:ok, _result, _revision} = Journey.get(execution, :double, wait: :newer)
iex> Journey.Tools.computation_state(execution.id, :double)
:success
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Converts a computation state atom to human-readable text with a visual symbol.
Returns a formatted string with an appropriate symbol and the state atom
for each computation state, following the pattern used in other Journey
text formatting functions.
Parameters
	state - The computation state atom returned by computation_state/2

Returns
A string with symbol and the state atom.
State Representations
	:not_set - "⬜ :not_set (not yet attempted)"
	:computing - "⏳ :computing"
	:success - "✅ :success"
	:failed - "❌ :failed"
	:abandoned - "❓ :abandoned"
	:cancelled - "🛑 :cancelled"
	:not_compute_node - "📝 :not_compute_node"

Examples
iex> Journey.Tools.computation_state_to_text(:success)
"✅ :success"

iex> Journey.Tools.computation_state_to_text(:computing)
"⏳ :computing"

iex> Journey.Tools.computation_state_to_text(:not_set)
"⬜ :not_set (not yet attempted)"
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Shows the status and dependencies for a single computation node.
Provides a focused view of one specific computation node's status and dependencies,
similar to the computation sections in Journey.Tools.introspect/1 but for just one node.
Parameters
	execution_id - The ID of the execution to analyze
	node_name - The atom name of the computation node to check

Returns
A string showing the node's current status and dependencies.
For completed computations, shows the result with inputs used:
:send_follow_up (CMPTA5MDJHVXRMG54150EGX): ✅ :success | :compute | rev 4
inputs used:
   :user_applied (rev 0)
   :card_mailed (rev 0)
For outstanding computations, shows the dependency tree:
:send_weekly_reminder (CMPTA5MDJHVXRMG54150EGX): ⬜ :not_set (not yet attempted) | :compute
     :and
      ├─ 🛑 :subscribe_weekly | &true?/1
      ├─ 🛑 :weekly_reminder_schedule | &provided?/1
      └─ ✅ :email_address | &provided?/1 | rev 2
For input nodes (non-compute nodes), returns an appropriate message.
Examples
iex> import Journey.Node
iex> graph = Journey.new_graph("computation_status_as_text doctest", "v1.0.0", [
...>   input(:value),
...>   compute(:double, [:value], fn %{value: v} -> {:ok, v * 2} end)
...> ])
iex> execution = Journey.start(graph)
iex> Journey.Tools.computation_status_as_text(execution.id, :double)
":double: ⬜ :not_set (not yet attempted) | :compute\n       ✅ :value | &is_set/1"

iex> import Journey.Node
iex> graph = Journey.new_graph("computation_status_as_text completed doctest", "v1.0.0", [
...>   input(:value),
...>   compute(:triple, [:value], fn %{value: v} -> {:ok, v * 3} end)
...> ])
iex> execution = Journey.start(graph)
iex> execution = Journey.set(execution, :value, 5)
iex> {:ok, _result, _revision} = Journey.get(execution, :triple, wait: :newer)
iex> result = Journey.Tools.computation_status_as_text(execution.id, :triple)
iex> result =~ ":triple"
true
iex> result =~ "✅ :success"
true
iex> result =~ "inputs used"
true
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Generates a Mermaid diagram of an execution with runtime status emojis overlaid on each node.
Similar to generate_mermaid_graph/2, but takes an execution ID and shows the current
state of each node using status emojis:
	✅ Success / Set (input with value, or compute with :success)
	⏳ Computing (currently executing)
	🚫 Blocked (upstream dependencies not satisfied)
	⬜ Not yet set / picked up (input without value, or unblocked compute awaiting pickup)
	❌ Failed
	❓ Abandoned
	🛑 Cancelled

Example
iex> Journey.Tools.generate_mermaid_execution("EXEC07B2H0H7J1LTAE0VJDAL") |> IO.puts()
graph TD
    %% Graph
    subgraph Graph["🧩 'my_graph', version v1, EXEC07B2H0H7J1LTAE0VJDAL"]
        ...
    end
...
:ok
Parameters
	execution_id - The ID of the execution to visualize

Options
	:include_legend - Include node type and status legend (default: false)
	:include_timestamp - Include generation timestamp (default: false)
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Generates a Mermaid diagram representation of a Journey graph.
Converts a graph into Mermaid syntax for visualization. By default returns only
the flow diagram without timestamp.
Quick Example
# Just the flow
mermaid = Journey.Tools.generate_mermaid_graph(graph)

# Include timestamp
mermaid = Journey.Tools.generate_mermaid_graph(graph,
  include_timestamp: true
)
Options
	:include_timestamp - Include generation timestamp (default: false)
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Introspects an execution's current state with a human-readable text summary.
This is the primary debugging and introspection tool for Journey executions,
providing a comprehensive snapshot of values, computations, and dependencies.
Example
iex> Journey.Tools.introspect("EXEC07B2H0H7J1LTAE0VJDAL") |> IO.puts()
Execution summary:
- ID: 'EXEC07B2H0H7J1LTAE0VJDAL'
- Graph: 'g1' | 'v1'
...
:ok
Parameters
	execution_or_id - Either the ID of the execution to analyze, or a
%Journey.Persistence.Schema.Execution{} struct (its :id will be used).

Returns
A formatted string with the complete execution state summary.
Use summarize_as_data/1 to get execution summary as structured data.
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Retries a failed computation.
This function enables retrying computations that have exhausted their max_retries
by making their previous attempts "stale" through upstream revision changes, then
creating a new computation for the scheduler to pick up.
Parameters
	execution_id - The ID of the execution containing the failed computation
	computation_node_name - The atom name of the computation node to retry

Returns
The updated execution struct
Example
iex> Journey.Tools.retry_computation("EXEC123", :email_horoscope)
%Journey.Persistence.Schema.Execution{...}
How It Works
	Finds upstream dependencies that are currently satisfied
	Creates a new :not_set computation for the scheduler to pick up
	Previous failed attempts become "stale" in the retry counting logic
	The scheduler can now execute the new computation attempt
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      This function is deprecated. Use introspect/1 instead.
    


  

Generates a human-readable text summary of an execution's current state.
This function is deprecated. Use introspect/1 instead.
Parameters
	execution_id - The ID of the execution to analyze

Returns
A formatted string with the complete execution state summary.
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Generates structured data about an execution's current state.
Returns a map containing:
	Execution metadata (ID, graph, timestamps, duration, revision, archived status)
	Values categorized as set/not_set with their details
	Computations categorized as completed/outstanding with dependency info

Example
iex> Journey.Tools.introspect("EXEC07B2H0H7J1LTAE0VJDAL")
%{
  execution_id: "EXEC07B2H0H7J1LTAE0VJDAL",
  graph_name: "g1",
  graph_version: "v1",
  archived_at: nil,
  created_at: 1723656196,
  updated_at: 1723656210,
  duration_seconds: 14,
  revision: 7,
  values: %{
    set: [...],
    not_set: [...]
  },
  computations: %{
    completed: [...],
    outstanding: [...]
  }
}
Parameters
	execution_id - The ID of the execution to analyze

Returns
A structured map with execution state data.
Use introspect/1 to get execution summary as text.
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Generates a human-readable text summary of an execution's current state.
This function is deprecated. Use introspect/1 instead.
Parameters
	execution_id - The ID of the execution to analyze

Returns
A formatted string with the complete execution state summary.
Use summarize_as_data/1 to get execution summary as data.
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Shows the status of upstream dependencies for a computation node.
Lists each dependency with a checkmark (✅) if satisfied or a stop sign (🛑) if not.
Useful for debugging to see which dependencies are met and which are still blocking.
Parameters
	execution_id - The ID of the execution to analyze
	computation_node_name - The atom name of the computation node to check

Returns
A string showing the readiness status with checkmarks for met conditions and
stop signs for unmet conditions.
Example
iex> import Journey.Node
iex> graph = Journey.new_graph("what_am_i_waiting_for test graph Elixir.Journey.Tools", "v1.0.0", [
...>   input(:name),
...>   input(:title),
...>   compute(:greeting, [:name, :title], fn %{name: name, title: title} ->
...>     {:ok, "Hello, #{title} #{name}!"}
...>   end)
...> ])
iex> execution = Journey.start(graph)
iex> Journey.Tools.what_am_i_waiting_for(execution.id, :greeting) |> IO.puts()
🛑 :name | &is_set/1
🛑 :title | &is_set/1
:ok
iex> execution = Journey.set(execution, :name, "Alice")
iex> Journey.Tools.what_am_i_waiting_for(execution.id, :greeting) |> IO.puts()
✅ :name | &is_set/1 | rev 1
🛑 :title | &is_set/1
:ok
iex> execution = Journey.set(execution, :title, "Dr.")
iex> {:ok, _greeting_value, _revision} = Journey.get(execution, :greeting, wait: :newer)
iex> Journey.Tools.what_am_i_waiting_for(execution.id, :greeting) |> IO.puts()
✅ :name | &is_set/1 | rev 1
✅ :title | &is_set/1 | rev 2
:ok
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